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Abstract

From the user’s point of view, the reliability of a software component depends on its
environment as well as its usage profile. The environment of a component includes
the external services invoked by the component and the hardware and software it is
deployed on. The usage profile determines which services of the component are needed
and describes all possible call sequences in form of a Markov model. The influence of the
usage profile and the reliability of external services on the reliability of a component-
based software architecture has been analysed in [38]. There, parametric contracts are
used to determine the reliability of a component in its environment. Parametric contracts
use so-called service effect specifications which describe the usage of external services
by a service provided by the component to create a mapping between the provides- and
requires interfaces of the same component. We extend the approach described there and
consider the reliability of resources like devices (hardware) and execution environments
(software). Therefore, we develop a mathematical model to determine the usage period
of the resources depending on the usage profile. We compute the reliabilities of the
resources on the basis of their usage period. This extends user orientation of software
reliability towards system reliability.

The consideration of the usage period of a resource requires a mathematical model to
determine the execution time of a service. Based on parametric contracts, we develop
two approaches to compute the execution time of a service. The first approach makes
use of the properties of Markov chains and yields the expected (or average) execution
time of a service. The second approach is an extension of parametric performance
contracts [37] which describe the execution time of a service in form of a probability
density function. We overcome the limits of the approach described there and give a
mathematical model to determine the execution time of a loop based on the discrete
Fourier transform. Furthermore, we describe how parametric performance contracts can
be applied using regular expressions.

Furthermore, both computational models are modified to deal with the usage periods
of the system resources. The computation of the resource reliability based on the usage
period is discussed as well. We use a component-based webserver recently developed in
the context of the Palladio project [34] to evaluate some of the predictions made by our
model.
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1. Introduction

1.1. Motivation

The trust in a software systems becomes more and more important, since the financial
risks are growing constantly with the increasing usage of software in businesses. Momen-
tarily, software vendors do not (or only seldom) take the responsibility for any damage
or financial losses caused by their products. However, the need for a certification of
Quality of Service (QoS) [31] attributes of software grows with the rising importance
of software in businesses. In the near future, software vendors who specify the quality
attributes of their products and take responsibility for failures will have a significant
advantage on the market. This requires the proper methods to specify and compare the
quality attributes of software systems.

Not only the importance of Quality of Service attributes of software is growing, but also
the usage of component-based software technologies like J2EE, .Net, and CORBA. One
of the advantages of these technologies is the facilitation of compositionality. Composi-
tionality is the ability to reason about system properties based on external abstractions
of system components and the overall structure of component assembly [12]. This in-
cludes the hierarchical construction of component-based architectures. For example, an
assembly of components can be joined to a composite component. Only external ab-
stractions of the composite component are known to its environment and its internal
structure remains hidden. This enables the reasoning on Quality of Service attributes
in a compositional way as described in [38].

Reliability is one of the most important quality attributes of a software system. It is
intimately connected with defects which are the largest cost element in programming
[28]. The consequences of insufficient system reliability range from bad and unreliable
services over financial losses up to the loss of human life. Therefore, good models for
the specification, estimation, and prediction of software reliability are needed.

The goal of reliability prediction is two-folded. From the practical point of view, it
becomes more and more important to consider reliability (and other quality attributes
like performance) in an early stage of the development process, since these attributes
often depend on design decisions made at this stage. Developers want to be able to
identify critical components at this stage of development to either change the architecture
so that the single component becomes less important or ensure a high reliability of
important components. As above, good reliability prediction models are needed to
provide decision guidance for these kind of challenges in system design.

Furthermore, reliability models can support the choice of so-called components of the
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shelf (COTS). Therefore, the system developer needs information about the importance
of a component and the influence of the insertion of a concrete component on the system
reliability. This requires that COTS suppliers offer the needed data to determine their
components reliability in a new environment.

From the theoretical point of view, we want to develop a general understanding how
the system reliability depends on its component reliabilities and their interaction. This
includes questions like how the reliabilities of components depend on each other, under
which conditions component reliabilities can assumed to be independent, and how the
deployment of the components influences the system reliability.

1.2. Goal of this Thesis

Some of the questions mentioned above have been addressed in the reliability prediction
model for software components developed by Reussner et al. [38]. Their approach
considers the reliability of external services and the usage profile of the component
as influencing factors for the component reliability. Subject of this master thesis is the
analysis of factors originating from the deployment context of component-based software
architectures. In doing so, we focus on the influence of the usage period of a resource
in a certain scenario on the reliability experienced by a user. The consideration of the
usage period yields a new approach for the assessment of the time consumption of a
service based on parametric performance contracts [37].

1.3. Structure

The thesis is organised as follows. Chapter 2 presents the Palladio component model [5]
and introduces parametric contracts on this basis. Furthermore, deployment diagrams of
the Unified Modelling Language (UML) 2.0 superstructure [30] are described. Chapter
3 discusses the concept of software reliability and its facets. In chapter 4 the reliability
prediction model developed by Reussner et al. [38] is described. Additionally, we go
beyond the scope of their paper to gain a better understanding how their prediction
model works. Chapter 5 presents a concept of modelling failures which is used in chapter
6 to compute the reliability of a resource in dependence of its usage. The computation
of the usage period of a resource also yields a new approach for the computation of the
execution time of a service. The experimental evaluation follows in chapter 7. Here,
we focus on the evaluation of the predicted execution time. Chapter 8 discusses the
underlying assumptions, presents open issues, and concludes this thesis.
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2. Component-Based Software
Architectures

2.1. The Palladio Component Model

In the scope of this thesis the Palladio component model [5] is used. Despite its close
relation to the UML 2.0 standard [30], the main advantage of the Palladio compo-
nent model is the enrichment of interfaces with information regarding call sequences of
(provided- and required) services and non-functional properties like Quality of Service as
specified by the Quality Modelling Language (QML) [15]. These concepts are available
in UML 2.0 as well, but lack a formalism to specify the relation between an interface
and the associated protocol and/or attributes in a unique and, therefore, analysable way.
Especially, the non-functional attributes of an interface vary depending on the actual
component an interface is attached to. Hence, these attributes do not only have to be
considered for a certain interface, but for an interface attached to a component (called
role in the following). Furthermore, the Palladio component model enables the definition
of so-called service effect specifications [36] which describe the usage of external services
by a provided service of a component. In the scope of this section, we introduce the
Palladio component model and discuss its relation to the UML 2.0 component diagrams.

Definition 2.1 (Software Component). A component represents a modular part of
a system that encapsulates its contents and whose manifestation is replaceable within
its environment. A component defines its behaviour in terms of provides- and requires
interfaces. As such, a component serves as a type, whose conformance is defined by
these provides- and requires interfaces (encompassing both their static as well as their
dynamic semantics). One component may therefore be substituted by another only if
the two are type conformant [30, p. 136].

The definition introduces the term component as well as the concept of component types.
A component can serve as the type specified by its provides- and requires interfaces.
The difference between a component and its type is discussed in more detail below. The
terms software component and component are used exchangeably within the scope of
this thesis. If a hardware component is referred, this is mentioned explicitly.

The interaction of a component with its environment is specified by its provides- and
requires interfaces. A provides interface is an interface that is exposed by its component
to its environment. On the other hand, a requires interface is an interface that the com-
ponent requests from its environment in order to be able to offer its full set of provided
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functionality. Provides- and requires interfaces specify a formal contract between the
component (supplier) and its environment (client) as discussed in [36]. This results from
the design by contract principle introduced by Bertrand Meyer:

If the client fulfils the precondition of the supplier, the supplier will fulfil its
postcondition [24].

Here, services provided by the component represent the postcondition, because this is
what the client expects from a component, while service required from its environment
represent its precondition, since the component is not able to work properly without its
required services. Therefore, we have that:

If the user of a component fulfils the component’s requires interface (offers
the right environment) the component will offer its services as described in
the provides interface [38].

We have to distinguish the usage of a component during runtime and composition time
[38]:

• The usage of a component during runtime refers to the call of a component service.
This is nothing different as using a method contractually. We refer to this kind of
usage as the use of a component service. This is not considered here.

• The usage of a component during composition time refers to the placing of a com-
ponent in a new reuse-context. The usage of components at composition time is the
actual important case when discussing non functional properties of components.

There are mainly two different views on a component depending on how much insight into
the component is available. The external view (black-box view) of a component refers
to the publicly visible properties and operations. It also includes behaviour descriptions
such as protocol state machines (for interfaces, ports and components) which define
the external view more precisely by making dynamic constraints on the sequence of
operation calls explicit. Furthermore, it includes contracts like a required/provided
Quality of Service [30]. On the other hand, the internal view (white-box view) of a
component is specified by means of its private properties and the internal realisation. It
shows how the external behaviour is realised internally [30].

The internal view of a component gives a full insight into the structure of the compo-
nent. For the application of parametric contracts, it is required that there is a certain
knowledge about the structure of a component. This does not necessarily mean that
the component cannot be a black-box entity. The conflict does not exist as long as the
information about the component does not have to be understood by human users, and
does not expose intellectual property of the component creator [35]. Furthermore, its
beneficial if the information on the component can be easily specified or even generated
out of the components code.
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In the context of the Palladio component model, we consider two kinds of components:
basic components and composite components. These are specified in the UML 2.0 super-
structure as well. There, composite components are known as packaging components.

Definition 2.2 (Basic Component). A basic component is a black-box entity which
provides only limited knowledge of the internal structure. It is characterised by its
provides- and requires interfaces whose relation is described by service effect specifica-
tions.

The only insight into a basic component is given by its service effect specifications. A
service effect specification (or service effect automaton) of a service s implemented in a
component describes the requires protocol of this service s, i.e., the set of all possible
calls to external services done by s [38]. Thereby, external services are those that are
not implemented in the component and that are specified by the requires interfaces.

Definition 2.3 (Composite Component). A composite component is a container of
other components which represent a coherent group of subcomponents (inner compo-
nents).

Composite components extend components by grouping aspects. The components as-
sembled by a composite component are interconnected with so-called connections. We
explicitly use the term connection to distinguish from the (strongly) overloaded term
connector. For our purposes a connection represents the link between two roles (inter-
faces attached to components). Connections do not make any assumptions regarding the
type of communication nor do they provide any gluing code to overcome interoperability
problems. However, a connection might be realised by a simple method call or a remote
procedure call (RPC). The information about how the connection is realised cannot be
derived from (and should not be included in) the component model and, therefore, is
omitted at this point. The realisation of a connection is modelled in the deployment
diagram of the system.

A connection is always directed. That is, if there is a connection from interface IA of
component A to interface IB of component B (IA Ñ IB), invocations of services on IA

are redirected to services in IB. All services of IA must be included in IB (IA � IB) to
ensure the interoperability of the interfaces.

We distinguish two kinds of connections: bindings and (provides- and requires) map-
pings. Bindings connect a requires interface IR of one component to the provides in-
terface IP of another component (IR Ñ IP ). That is, the service invocations on IR are
forwarded to IP . Mappings are logical constructs which map the provides- or requires
interfaces of a composite component to the interfaces of its subcomponents. These cor-
respond to delegate connectors in UML 2.0. For provides mappings the service calls on
the provides interface IP,comp of the composite component are mapped onto services of
a provides interface IP,sub of a subcomponent (IP,comp Ñ IP,sub). For requires mappings
service calls made by a subcomponent through its requires interface IR,sub are mapped
onto a requires interface IR,comp of the composite component (IR,sub Ñ IR,comp).
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Note that an interface can be attached to different components and, furthermore, one
component can require and provide the same interface (i.e., if the component is a part
of a chain of responsibility [16]). Hence, the authors of [5] refer to an interface attached
to a component as a role and define a connection as a link between two roles. We do
not explicitly use the term role here, but understand a connection as a link between two
attached interfaces as well.

2.1.1. Component Types and Instances

In definition 2.1 the difference between components and component types has been indi-
cated. However, since this distinction is fairly new and not very well established a more
detailed discussion is required. The distinction between component types, component
implementation instances, and component runtime instances is based on the ideas in
[37].

Definition 2.4 (Component Type). A component type is defined by a set of provides-
and requires interfaces.

As mentioned above, component types are an abstraction of components. Note that
the type of each component is specified only by its provides- and requires interfaces.
The internal behaviour usually specified for components can be defined for component
types as well. In this case, the specification is given in a more general, implementation
independent way [37].

Definition 2.5 (Component Implementation Instance). A component implemen-
tation instance is the concrete implementation of a component type fulfilling its provides
interfaces and using its requires interfaces.

For a component implementation instance, concrete service effect specifications of the
provided services are given in form of signature lists and/or protocols (i.e., finite state
machines). As claimed in [37], service effect specifications can be derived automatically
out of the component implementation.

Components are bundled in artifacts whose instances (copies) can be deployed in different
environments (see section 2.3). Therefore, the same implementation instance can be
deployed several times within one software system.

As mentioned above, the distinction between component types and component imple-
mentation instances is fairly new. The term component often refers to both depending
on the actual definition and the context it is used in. Since the concepts developed in
the scope of this thesis apply for component types as well as for component implementa-
tion instances, we leave the actual meaning of the term component open. However, our
approach requires the service effect specifications and quality attributes of a component.
These can be given for component types, but they strongly depend on the implementa-
tion of the component. Thus, the model developed within this thesis is more likely to
be applied for component implementation instances than for component types.
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Definition 2.6 (Component Runtime Instance). A component runtime instance is
a component initiated for execution (i.e. by loading it into the main memory).

We distinguish runtime instance from implementation instances, since there can be sev-
eral runtime instances of the same implementation instance during the execution time
(whatever this means for a concrete component...).

In the UML 2.0 superstructure, two different types of component instantiation are dis-
tinguished. The first one derives from the fact that a component is a specialisation of
the type Class. This enables the direct instantiation of a component as if it was a usual
class. Hence, multiple runtime instances of the same component are possible. In the
other case, the component is instantiated through its realising classes/code implementing
the component’s functionality.

2.1.2. Component Interfaces

As mentioned above, the Palladio component model supports different types of inter-
faces. Interface can be classified with two dimensions [6]. The first dimension distin-
guishes between the functional and non- (or extra-) functional aspects, i.e., Quality of
Service properties like reliability and execution time. The second dimension considers
the granularity of the interface description, i.e., signature lists and protocols.

Signature lists represent what is commonly understood by the term ’interface’ in pro-
gramming languages like Java and C#. It is an unordered set of signatures and expresses
no constraints regarding the usage of these services. Thereby, a signature describes how
a component service is called. This includes the name of the service, its parameters,
return type, and possibly thrown exceptions.

Protocols enrich signature lists with information about the call sequences and correct or-
der of service calls. The definition differs somewhat for provides- and requires interfaces,
because of the different meaning of both interfaces. The protocol of the services offered
by a component is defined as (a subset of) the set of valid call sequences. Thereby, a
valid call sequence is a call sequence which is actually supported by the component [38].
The protocol of the services required by a component is a set of call sequences by which
the component calls external methods. This set of sequences of calls to external services
is called the requires protocol [38].

Provides- as well as requires protocols describe a set of call sequences. Various models
have been used to describe these sets of sequences (regular expressions, logic constraint
languages, Petri-nets, etc). The benefits of a state machine specification of protocols are
representing protocols in a compact and precise manner, and enabling automatic formal
analysis of protocols [38]. When modelling call sequences, we model for each state which
methods are callable in this state. In many cases, a method call changes the state of the
state machine, i.e., some other methods are callable after the call, while others, callable
in the old state are not callable in the new state. A change of states is called transition.
For sake of simplicity we identify state machines and protocols in the following.

Signature lists as well as protocols of any type can be further specified by non-functional
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properties like reliability and performance attributes. The Palladio component model
makes no restrictions regarding the combination of interfaces, protocols and non-functional
properties.

2.1.3. Additional Concepts in UML 2.0

Additionally to the concepts described above, the UML 2.0 superstructure defines prop-
erties and ports of components (and classifiers in general).

Definition 2.7 (Ports). A port is a structural feature of a component that specifies a
distinct interaction point between that component and its environment or between the
(behaviour of the) component and its internal parts [30, p. 167].

Ports are connected to properties of the component by mappings through which requests
can be made to invoke the behavioural features of a component. A port may specify the
services a component offers to its environment as well as the services that a component
expects of its environment.

Definition 2.8 (Property). A property represents a set of instances that are owned
by a containing classifier instance [30, p.171].

When an instance of the containing classifier is created, a set of instances correspond-
ing to its properties may be created either immediately or at some later time. These
instances are instances of the classifier typing the property. A property specifies that a
set of instances may exist; this set of instances is a subset of the total set of instances
specified by the classifier typing the property.

2.2. Parametric Contracts

Here, we focus on aspects relevant for the prediction model presented in this thesis. A
more detailed discussion and definitions of subtype check and interoperability check for
parametric contracts can be found in [36, 38].

For the component developer, it is hard to foresee all possible reuse contexts of a com-
ponent in advance and, therefore, she cannot provide a component with all the configu-
ration possibilities which will be required for making the component fit into future reuse
contexts. This is one of the severe consequences for component oriented programming
which results from the separation of the development and deployment of a component.

Above, the application of classical contracts onto software components is discussed. In
several scenarios one single pre- and postcondition of a component will not be sufficient.
Therefore, the authors of [36, 38] come to the conclusion that:

We do not need statically fixed pre- and postconditions, but parametric con-
tracts to be evaluated during deployment-time.
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Parametric contracts make use of service effect specifications (as introduced above) to
specify inner-component dependencies between provided- and required services. This
allows the computation of the postcondition in dependency of the strongest precondition
guaranteed, and the computation of the precondition in dependency of the postcondition.
Hence, provides- and requires interfaces are not fixed.

A provides interface is computed in dependency of the actual functionality a component
receives at its requires interface, and a requires interface is computed in dependency
of the functionality actually requested from a component in a specific reuse context.
Parametric contracts are a monotone bijective mapping p : P Ñ R between the set of
possible provides interfaces P and the set of possible requires interfaces R. It follows
that each requires interface req P R is a function of a provides interface prov P P
prov � ppreqq and vice versa req � p�1pprovq, since p is bijective [38]. The mapping is
realised with the service effect specification of the component which describe the usage
of external services by a single provided service (see [36]).

Parametric contracts can be extended towards quality attributes as done in [38]. The
quality attributes of a component strongly depend on its usage context and, therefore,
can hardly be foreseen by the component developer. For example, static performance
contracts might restrict the reusability of a component too hard. Even if the required
performance of a component is not satisfied, the component is likely to work (with an
adjusted performance). Parametric contracts enable the computation of the quality
provided by the component in dependence of the quality of the environment.

2.3. Deployment Diagrams

This section gives an overview over the deployment diagrams as introduced in the UML
2.0 superstructure [30]. We use the terms and definitions given there, but still refer to
the Palladio component model [5] which is closely related to the UML 2.0 component
model as discussed above.

Deployment diagrams define the execution architecture of systems that represent the
assignment of software artifacts to nodes. Nodes are connected through communication
paths to create network systems of arbitrary complexity. Nodes are typically defined in
a nested manner, and represent either hardware devices or software execution environ-
ments.

Definition 2.9 (Artifacts). An artifact is the specification of a physical piece of infor-
mation that is used or produced by a software development process, or by deployment
and operation of a system [30, p. 184].

This is a very general definition of artifacts. For our purposes, we are only interested
in artifacts that implement components. These are intended to be capable of being
deployed and re-deployed independently, for instance to update an existing system. A
component may be manifested by one or more artifacts, and in turn, that artifact may
be deployed to its execution environment. So, the focus of deployment shifts from the
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components to the artifacts which implement them. However, components are still units
of independent deployment even if this is achieved indirectly via artifacts. Therefore,
this is no contradiction to Szyperski’s definition of components [42, p.36].

Furthermore, a deployment specification may define values that parameterise the com-
ponent’s execution. The specification refers to a particular instance (copy) of the artifact
which is deployed to a node instance. The artifact instance is specified by a filename
which is a concrete name that is used to refer to the artifact in a physical context.

Also, stereotypes are used to specify the type of an artifact. Standard stereotypes are
<<source>> or <<executable>>. They can be further specialised into implementation
and platform specific stereotypes in profiles (EJB might define <<jar>> as subclass of
<<executable>>). Since we consider only deployable artifacts of software components,
the stereotype is always <<executable>>.

Furthermore, an artifact can contain nested artifacts that are defined within the ar-
tifact. This corresponds to the hierarchical composition of components. A composite
component consists of a set of subcomponents as well.

Definition 2.10 (Communication Path). A communication path is an association
between two nodes, through which the nodes are able to exchange signals and messages
[30, p.186].

This definition does not make any assumptions regarding the type of the communication
path. A communication path might be a network connection, shared memory, or some
form of message passing. The actual type depends on the distribution and type of the
nodes.

Definition 2.11 (Deployment). A deployment is the allocation of an artifact or arti-
fact instance to a deployment target [30, p.187].

A component deployment is the deployment of one or more executable artifacts or arti-
fact instances to a deployment target, optionally parameterised by a deployment speci-
fication.

Definition 2.12 (Deployment Specification). A deployment specification specifies
a set of properties which determine execution parameters of a component artifact that
is deployed on a node. A deployment specification can be aimed at a specific type of
container. An artifact that reifies or implements deployment specification properties is
a deployment descriptor [30, p.190].

Hence, a deployment specification defines a set of deployment properties, specific to
a certain container type. It is a general mechanism to parameterise the deployment
relationship, as is common in various hardware and software technologies.

The UML 2.0 superstructure distinguishes between two types of nodes. These are devices
which are labelled with the stereotype <<device>> and execution environments which
are labelled with the stereotype <<execution environment>>. Both correspond to
resources in the context of reliability prediction.
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Definition 2.13 (Device). A device is a physical computational resource with pro-
cessing capability upon which artifacts may be deployed for execution. Devices may be
complex, i.e. they may consist of other devices [30, p. 191].

A device may be a nested element, where a physical machine is decomposed into its
elements, either through namespace ownership or through attributes that are typed by
devices.

Definition 2.14 (Execution Environment). A execution environment is a node that
offers an execution environment for specific types of components that are deployed on
it in the form of executable artifacts [30, pp. 192].

Execution environments are usually part of a general node, representing the physical
hardware environment on which the execution environment resides. The execution en-
vironment implements a standard set of services that components require at execu-
tion time. Some typical example stereotypes for execution environments are: <<os>>,
<<database>>, <<J2EE>>, and <<.Net>>.

Definition 2.15 (Node). A node is a computational resource upon which artifacts
may be deployed for execution. Nodes can be interconnected through communication
paths to define network structures [30, p.195].

Other nodes may be nested within a node. For example a node representing an hard-
ware device might contain additional nodes for the operating system and the J2EE
environment.

Besides these general modelling elements, the UML 2.0 superstructure introduces an
instance specification for each element. For example, on the one hand we have one
application server node and one executable artifact opposed to three specific application
server instances and six executable artifact instances on the other hand. However, this
is mainly a semantic distinction and no extension of the model itself. The instance level
as well as the abstract level can be modelled with the elements given above. Therefore,
we do not make the distinction at this point.
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3. Software Reliability

Software reliability concerns itself with how well the software functions to meet the
requirements of the user and, therefore, is user-oriented rather than developer-oriented
(like maintainability) [28, p. 4]. Musa et al. [28] emphasise the importance of the user
orientation, even if the definition given by them does not consider this directly.

Software reliability is the probability of failure-free operation of a computer
program for a specified time in a specified environment [28, p. 15].

Musa et al. point out several important aspects of software reliability (for the sake of
simplicity we identify the terms reliability and software reliability for the scope of this
thesis). First, reliability is defined as a probabilistic measure. This means that in terms
of reliability prediction no statement like ”this system will never fail” is made (unlike,
if its correctness has been shown), but a certain probability of failure-free operation
is given. Furthermore, the reliability of a software system is a function of time. This
corresponds to the intuitive expectation that the longer a system operates the more likely
a failure will occur. Another aspect mentioned in Musa’s definition is that reliability does
not only depend on the software itself, but is influenced by the environment the software
is operating in. For example, in [38] the reliability of a component depends directly on
the reliability of the called external services. Also, the reliability of the system depends
on the reliability of the execution environment and hardware the software is deployed on.
Finally, the reliability of a system is strongly determined by the definition of ”failure-
free operation”. If we define a failure as a deviation of the software behaviour from
its specification, the slow down of a system can cause a failure if its performance goals
are not met. The term ’failure-free operation’ indirectly includes the user-orientation of
software reliability. This becomes clear if we consider the definition of software reliability
given by Cheung.

From the user’s point of view, the reliability of the system can be measured
as the probability that when a user demands a service from a system, it will
perform to the satisfaction of the user [10].

Here the reliability of system depends on the services a user demands from the system.
If a faulty service is never required, it does not influence the reliability experienced by
the user. Furthermore, the occurrence of a failure is decided by the user (and not by a
deviation from the specification). If the system does not perform to the satisfaction of
the user, this is assumed to be equivalent to the occurrence of a failure. This is a very
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strict view of failures, since it includes all forms of performance issues as well as design
and specification faults of the software. However, leaving the decision whether a failure
occurred or not entirely to the user yields the risk of depending on her mood and being
unable to produce objective, reliable, and verifiable measurements of reliability.

3.1. Fault and Failure

Generally, the two concepts of fault and failure are distinguished in the context of soft-
ware reliability. In the discussion above failures have already been mentioned as a
deviation from the specification of a software system. This corresponds to the definition
given by Musa et al.:

A software failure is the departure of the external results of program opera-
tion from its requirements [28, p. 8].

Note that this is a very broad definition which subsumes (totally or partially) many prop-
erties that are often quoted as aspects of quality (correctness, usability, performance).
The most important characteristic of failures is that these relate to the dynamic aspects
of a program, since a program has to be executing for a failure to occur.

The requirements mentioned in the definition above are still a subject of interpretation.
Therefore, the question ’What will be considered as a failure for the system?’ remains. A
negative specification might be useful to get a more precise definition of what is consid-
ered a failure. It contains information about what the system must not do. Furthermore,
a classification of failures can be created. This yields different reliabilities for each failure
class of the system. Failures can be classified by severity like human life impact, cost
impact, and service impact.

On the other hand, the definition of a software fault is:

A fault is a program defect that has caused or can potentially cause a failure
[28, p. 8].

A fault refers to the static view of a program, since it is a property of the program rather
than a property of its execution or behaviour. In the context of software reliability, a
fault is a program bug which is introduced into the system if programmer makes an
error.

A fault needs to be activated to cause a failure during the program execution and
can be the source of different failures due to different conditions for fault activation.
Furthermore, a fault does not have to be localised. For example, insufficient performance
resulting from an inefficient routine, can be considered as a failure, too.

Note that according to the definitions given by Musa et al. a fault relates to the cor-
rectness of the software while a failure relates to its reliability. Within the scope of this
thesis we refer to fault and failure as defined above.
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3.2. Failure Intensity and Reliability

Musa et al. consider the so-called failure intensity as another measure of reliability. The
failure intensity of a program is defined as the number of failures in a given time period.
They regard the variation of the reliability during the testphase of a program [28, pp.
11]. This implies that recurrences of failures are not counted and identified faults are
removed constantly. Therefore, the failure intensity decreases over the time.

Opposed to this, we assume that all occurrences of failures are counted and no failures
are removed, since we regard the operational phase of a program. During the operational
phase the failure intensity is constant and follows a Poisson distribution whose failure
intervals are exponentially distributed. The reliability R and failure intensity λ are
related by:

Rpτq � e�λτ ,

where τ is the execution time of the program (see section 3.3). The equation illustrates
that reliability depends not only on the failure intensity but also on the period of exe-
cution time. The reliability (probability of no failures in period of execution time τ) is
lower for longer time periods.

3.3. Time

We distinguish two different time concepts: execution time and clock time [28, p. 7-8].
The execution time (here: τ) is the time actually spent by a processor in executing
the instructions of a program and/or service. It can be measured in continuous or
discrete time. Discrete time relates directly to the number of processor cycles consumed
during the execution. Depending on the CPU-clock it can be transformed to continuous
execution time. For our purposes, execution time is given as the discrete number of cycles
consumed during the execution. Each processing unit has an associated instruction
execution rate r which gives the average number of instructions executed per second [28,
pp. 163].

The clock time (here: t) is the elapsed time from start to end of program and/or service.
The execution on a running computer includes wait time and execution time of other
programs. It can be considered as the time experienced by the client of the software.

According to Musa et al. utilisation can be considered as ”the fraction of time the
processer is executing the program” [28, p. 9]. There, the program is regarded as a
monolithic block. Unfortunately, this concept is not suitable for parametric contacts
which have a much more detailed view of a program. A more appropriate concept for
utilisation will be developed in section 6.3. For now utilisation can be considered as the
scaling factor between clock time and execution time for one execution thread.

To combine the reliabilities of software and hardware components we need to create a
common time basis [28, p. 91, pp. 156]. Hardware component reliabilities are commonly
stated with respect to operating time. Operating time is the time a hardware device
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is ’switched on’ (operating) and is given in terms of clock time. Therefore, we actually
want to work with reliabilities based on the same clock time period.

Software reliability is usually given in terms of periods of execution time. Hence, before
combining software and hardware components, the conversion of software reliabilities
will be necessary. Therefore, convert the reliability in failure intensity. Let τ be the
execution time period for which the reliability was specified. Then the failure intensity
is:

λτ � �1

τ
lnpRq.

If pC is the average utilisation by the execution thread of the machine it runs on, the
failure intensity with respect to clocktime λt is given by:

λt � pCλτ (3.1)

and the reliability regarding to clocktime is:

R � e�λtt (3.2)

If a program is moved from computer 1 of average instruction execution rate r1 to
computer 2 of average instruction execution rate r2, the failure intensity on computer 2
is given by:

λ2 � r2

r1

λ1

where λ1 is the failure intensity on computer 1.

3.4. Environment

Several aspects of the environment like the usage profile, reliability of external services
and underlying software and hardware influence the software reliability.

The usage of an operational (or usage) profile for reliability prediction has been intro-
duced by Cheung [10] and extended towards parametric contracts by Reussner et al.
[38]. A usage profile describes the user behaviour in form of a Markov model (see defi-
nition 4.7). The influence of the usage profile becomes clear when considering a single
faulty service in a complex system. If the services is frequently used by a user, she will
experience a relatively low reliability compared to a user who is not requiring the service
at all.

The influence of the reliability (and usage) of external services onto the reliability of the
services offered by a component is examined in [38]. There, parametric contracts are
used to determine the reliability of a service in its current environment. This approach
is discussed in more detail in chapter 4.

Even though the importance of the reliability of the underlying hardware and software
is discussed in [38], it is not considered in the approach described there. Musa et al.
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discuss the influence of hardware reliability for distributed systems in more detail [28, pp.
87]. The influence of the underlying hardware and software systems on the reliability
of a component (and the system) was the primarily question from which this thesis
developed. Its detailed discussion follows in chapter 6.

3.5. Related Concepts

As already mentioned above, reliability is closely related to other quality attributes of
software. The relation to performance has already been discussed. Here, we discuss
measures frequently used in the context of software reliability.

Mean time to failure (MTTF) defines the average time to the next failure. Since we
assume that the occurrence of failures can be modelled with a Poisson process, the
MTTF is exponentially distributed (see appendix B.5).

Mean time to repair (MTTR) defines the average time it takes to diagnose and correct a
fault, including any re-assembly and restart times. Note that there is a significant differ-
ence in the understanding of MTTR for hardware and software systems. In the context
of hardware MTTR refers to a certain computer whose malfunctioning hardware needs
to be replaced/repaired. The faults considered here are usually caused by deterioration
or environmental disturbances. Unlike this, faults considered in the context of software
are construction faults. They do not only affect a single system, but all systems the
software is deployed on. Usually, the ’reparation’ of software is a long process which
includes the redistribution and redeployment of the software.

Mean time between failures (MTBF) is derived from MTTF and MTTR and is defined
as MTBF = MTTF + MTTR.

Availability can be considered as the probability of a system being available when needed:
that is, the uptime over the total service time in a given period. It is the expected fraction
of time during which a software component or system is functioning acceptably.

A � MTTF

MTBF
� MTTF

MTTF�MTTR

Note that availability is considered to be a limit as the interval over which measurements
are made approaches infinity.

The correctness of software refers to the static properties of the program. It is defined
as the consistency between two documents, i.e., the specification and implementation
of a program. Since correctness considers only the static properties of the program, it
relates to its faults. On the other hand, reliability considers the dynamic behaviour of
a program. Therefore, it relates to failures and what is experienced by the user.

Note the difference between the two concepts: An incorrect program can be totally
reliable, if no fault can ever be activated; Unlike this, a correct program can be quiet
unreliable, if, i.e., important performance requirements are not satisfied.
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3.6. Hardware Reliability

In reality, the division between hardware and software reliability is somewhat
artificial. Both may be defined in the same way. Therefore, you may combine
hardware and software component reliabilities to get system reliability [28,
p. 6].

The main difference between the two concepts lies in the failure sources. Software failures
are usually caused by construction or design faults which yield a deviation of the actual
software behaviour from the user’s expectation and/or the specification. Furthermore,
if a software defect is fixed, it is fixed for all time. On the other hand, hardware failures
are caused by physical deterioration and environmental influences. If a hardware defect
is fixed it can reoccur. Furthermore, manufacturing affects reliability of hardware, but
not of software since the replication of software is trivial (as we all know, everybody can
do it).

However, the concepts and theories developed for software reliability could
really be applied to any design activity, including hardware design [28, p. 6].

But does this make sense? For hardware the probability of failure due to wear and
other physical causes has usually been much greater than that due to an unrecognised
design problem. Hardware design failures have to be kept low because retrofitting of
manufactured items in the field is very expensive and causes customers to lose confidence
in the hardware products of a company.

3.7. Reliability Measurement and Assessment

The assessment of the reliability of a component depends on whether the component
code available, how well the component has been tested, and if it is a reused or new
component [21].

If the component code is available, a detailed review of it can give a good estimation of
the number of faults (not failures) included in the components code. However, it is not
clear how the number of found faults relates to the number of actual faults, and how
this number relates to the reliability of the component (remember, a faulty service must
be executed to cause a failure).

Exploiting component’s failure (and non-failure) data obtained during testing might
provide a valuable prediction for the reliability of a component or a component’s service.
As described in [28, p. 43], the change of the failure intensity during testing (and fixing)
can be used to determine when a certain failure intensity objective is acquired. This
value is equivalent to the reliability. However, a large number of executions is necessary
to establish a reasonable statistical confidence in the reliability estimate [21]. To be able
to draw valid, reliable, and objective conclusions from the testing data, the software
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testing must satisfy the conditions of an statistical experiment. There, a sample is used
to draw conclusions about the population. Only under a testing protocol that is faithful
to the principles of applied statistics, a scientifically valid statement can be made about
the expected operational reliability (and other QoS attributes) of the software based on
its test results [43].

Exhaustive testing is impossible [43]. Therefore, a random sample of test cases from
a properly characterised population is used. If applied to the software with proper
experimental control, it will allow scientific generalisation of conclusions from testing to
operational use [43].

A usage model that specifies the operational usage of the software system under normal
conditions (also hazardous or maintenance) was used in [43] to generate the test cases.
It was created by:

1. assignments based on field data,

2. informed assumptions about expected use, and

3. if no information is available about expected use, uniform probabilities.

One has to be careful with the interpretation of the results of these experiments, since
testing covers only certain classes of software usages. The reliability of a component for
an untested usage might be a lot lower as for a tested one.

A reused component can be considered as a (very) well tested component. However,
since during the usage of a component no data regarding its reliability can be measured,
one can only assess its reliability. Equivalently to the discussion of the usage of failure
data during testing, (the change of) the number of incoming bug reports might be a
valuable indicator for the reliability of a component.

This discussion shows that the reliability of a component can be estimated and/or as-
sessed. However, the process of the determination of the component reliability can re-
quire a lot of effort. Furthermore, it is unknown if the techniques described here can be
used to determine the reliability of single services. So, more research on the estimation
of reliability is required.

18



4. Parametric Contracts and Reliability
Prediction

Within this chapter the reliability prediction model proposed by Reussner et al. [38]
is introduced. The model is based on parametric contracts as explained in section 2.2.
We go beyond the scope of their paper and give a more precise definition of Markov
models, make the assumptions of transient Markov chains explicit, give a missing proof,
and clarify the meaning of the matrix pI � P q�1 as introduced below.

4.1. Basic Reliability Model for a Method Call

A single method call can be split up into its invocation, execution, and return. During
the execution the method might call other methods whose reliability also has an influence
on the reliability of the calling method. Since different failures can occur on all three
stages, we need to consider all of them.

Method Invocation and Return The method invocation starts upon executing the
call statement and stops when the execution of the method begins. It may be simple
(like a local inner-process method call) or complicated (setting up and using a network
connection for a remote procedure call (RPC)). The different ways of calling a method
will be associated with a different value for reliability. The same argumentation applies
for the results which have to be transported back to the caller. Here, the reliability
depends on the length of the result stream.

However, we do not consider the reliability of the service call (and return) at this point
for the following reasons. First, the reliability of the service call and return can be hardly
measured. In most cases it might be impossible to determine, whether a failure occurred
during the call or return of a method or its execution. Furthermore, the reliability
of possibly used network connections is modelled in terms of resource reliability (see
chapter 6). This allows a more precise consideration of the reliability of possible network
connection, since these cannot only fail during the call and return of a remote method,
but also during its execution which causes a failure as well.

Method execution The method execution starts after the method invocation has suc-
ceeded. In [38] it is modelled as a single value, but it is influenced by a number of
external factors. For example, the reliability of a service depends on the underlying
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execution environment, as discussed in chapter 6.

Calls to other Methods A method relies on other methods to offer its provided ser-
vice. In [38] the reliability of external methods is treated as an environmental issue. It
depends on the environment where the component is used in. The authors use para-
metric contracts to determine the influence of the reliability of external services on the
service reliability as discussed below.

They distinguish two kinds of factors influencing the reliability of a service:

• constant factors, such as reliability of method’s body code, call and return, and

• variable factors, such as the reliability of external method calls.

Within this thesis the focus shifts, since the reliability of call and return is not considered
at this point, but in the context of resource usage. Thus, the reliability of the call and
return (partially) becomes a variable factor as well.

In [38] the reliability of a method is given by

rm � rcr rbody re,

where rcr is the reliability of call and return, rbody reliability of the method body, and re

reliability of external method calls. Here, rcr is considered as a part of rbody as well as
of the reliability of resources.

Next, we give a definition of Markov chains. Based on these, we develop the concept of
transient Markov chains and transient Markov models used for the reliability prediction
of basic components.

4.2. Markov Chains

Definition 4.1 (Markov Chain). A stochastic process tXm, m � 0, 1, 2, 3, . . . u that
takes on a finite or countable number of possible values and has the property that, given
the present, the future is conditionally independent of the past is called a Markov chain
[39, p. 135].

Unless otherwise mentioned, this set of possible values of the process will be denoted
by the finite set of states ts1, s2, s3, . . . snu called the state space S. For the scope of
this thesis we consider only Markov chains with a finite state space unless otherwise
mentioned. If Xm � si, then the process is said to be in state si at time m. The inde-
pendence of the past is called Markov property of a stochastic process and is expressed
by the equation

P tXm�1 � sj|Xm � si, Xm�1 � sim�1
, . . . , X1 � si1 , X0 � si0u � P tXm�1 � r|Xm � su
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for all states si0 , si1 , . . . , sim�1
, si, sj P S and all m ¥ 0. Let P pi, jq � P tXm�1 �

sj|Xm � siu be the probability that whenever the process is in state si it will be next in
state sj and let P denote the matrix of one-step transition probabilities P pi, jq, so that

P �

���������
P p1, 1q P p1, 2q P p1, 3q � � � P p1, nq
P p2, 1q P p2, 2q P p2, 3q � � � P p2, nq

...
...

P pi, 1q P pi, 2q P pi, 3q � � � P pi, nq
...

...
P pn, 1q P pn, 2q P pn, 3q � � � P pn, nq

��������.

Since probabilities are nonnegative and since the process must make a transition into
some state, we have that

P pi, jq ¥ 0 i, j ¥ 1;
ņ

j�1

P pi, jq � 1, i � 1, 2, . . . , n.

P is called Markov matrix or transition matrix.

Let α � pα1, α2, . . . αnq be the initial distribution of the process, where αi � P tX0 � iu
is the probability of the process being in state i at time 0. Since the process has to be
in some state at time 0, it follows that

ņ

k�0

αk � 1.

Theorem 4.2 (Chapman-Kolmogorov Equations). The n-step transition proba-
bility P pi, jqpnq is the probability that a process in state si will be in state sj after n
additional transitions. That is,

P pi, jqpnq � P tXm�n � sj|Xm � siu, n ¥ 0, si, sj P S.

Of course, we have that P pi, jq1 � P pi, jq. The Chapman-Kolmogorov equations [39,
p. 138] provide a method for computing these n-step transition probabilities. These
equations are

P pi, jqpn�mq �
8̧

k�0

P pi, kqpnqP pk, jqpmq for all n,m ¥ 0, all i, j.

It follows that the n-step transition matrix can be obtained by multiplying the matrix
P by itself n times, that is

P pnq � P n.

Definition 4.3 (Transient and Recurrent States). Consider a Markov chain X �
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tXm, m � 0, 1, 2, . . . u with state space S. For any states si, sj P S we let denote F pi, jq
the probability that, starting in state si, the Markov chain X ever visits sj, that is
F pi, jq � P t number of steps from si to sj   8u. State si is said to be recurrent if
F pi, iq � 1 and transient if F pi, iq   1 [40, 39].

If state si is recurrent then, starting in state si, the process will reenter state si infinitely
often. Otherwise, if si is transient, the process will reenter state si only a finite number
of times and then never return to state si. Furthermore, the state si is recurrent if and
only if

8̧

k�0

P pi, iqk � 8 (4.1)

and state si is transient if and only if

8̧

k�0

P pi, iqk   8. (4.2)

Definition 4.4 (Potential Matrix). Consider Markov chain X � tXm,m � 0, 1 . . . u
with state space S. Let Nj be the total number of visits to state sj. Then the matrix R
whose elements are Rpi, jq � ErNj|X0 � sis, the expected number of visits to state sj

starting in state si, is called the potential matrix of the Markov chain X [11, p. 123].

We have

Rpi, iq � 1

1� F pi, iq (4.3)

and
Rpi, jq � F pi, jqRpj, jq if i � j (4.4)

(here, 1{0 � 8, 0 � 8 � 0) [11, p. 123]. Note that if si is recurrent, F pi, iq � 1 and
Rpi, iq � 8.

4.3. Transient Markov Chains and Markov Models

Transient Markov chains handle stochastic processes of an arbitrary but finite length.
’Finite length’ means that the process reaches a final state after a finite number of
steps and terminates. The finiteness of the process is required to deal with reliability
prediction. Markov models are visualisations of Markov chains that are closely related to
finite state machines. The close relation to finite state machines allows the application
of finite state machine algorithms onto Markov models.

Definition 4.5 (Transient Markov Chain). A transient Markov chain is a Markov
chain of an arbitrary, but finite length.
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This requires that all states of the Markov chain are transient and the state space S is
finite. Otherwise, the process might be infinitely long, since once a recurrent state is
entered it is visited infinitely often. The finiteness of the process requires a set of states F
whose sum of the outgoing transition probabilities is below one, that is

°n
k�1 P pf, kq   1

for all sf P F . If the process enters a state sf in F , there is a certain probability (given
by 1 �°n

k�1 P pf, kq) that it never leaves sf and, therefore, terminates. The states in
F are called final states. This definition contradicts the original definition of Markov
chains, where the sum of the Markov probabilities of all outgoing transitions of a state
must be one.

Next, we give an alternative definition of transient Markov chains that on the first sight
looks more strict, but actually is equivalent to definition 4.5. The reason we give this
definition is its verifiability, since it might be difficult or impossible to proof whether a
concrete Markov chain fulfills the conditions given in definition 4.5.

Definition 4.6 (Alternative Definition of Transient Markov Chains). A Markov
chain with the finite state space S � ts1, s2, s3, . . . , sn | n P Nu is called a transient
Markov chain, if

1. it has exactly one start state. Without loss of generality we assume that state
s1 P S is the start state, then for the initial distribution α � pα1, α2, α3, . . . , αnq

α1 � 1 and @ si P S, i ¡ 1 αi � 0.

2. each state is reachable from the start state, that is

@si P S D k P N : P p1, iqpkq ¡ 0.

3. it has exactly one final state without outgoing transitions. Without loss of gener-
ality we assume that state sn P S is the final state, then

ņ

j�1

P pn, jq � 0. (4.5)

4. the final state is reachable from every state (except itself), that is

@ si P Sztsnu D k P N : P pi, nqpkq ¡ 0. (4.6)

We can assume (1) since it is possible to introduce a super start state to emulate an
initial distribution of the Markov chain. The super start state has outgoing transitions
pointing to each state si that has an initial probability αi greater than zero. The Markov
probability of the transition is αi. So, the process starts in the new super start state
and then chooses one of the original start states with a probability distribution given by
α � pα1, α2, . . . , αnq, the former initial distribution of the Markov chain. This results in
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the same stochastic process as before except for the visit to the super start state in the
beginning.

An equivalent argumentation justifies the requirement of exactly one final state without
outgoing transitions. Assume we have a Markov chain of an arbitrary but finite length
(this is our precondition, otherwise the Markov chain is never transient). Then there
is a subset F of state space S, where the sum of all outgoing transition probabilities is
below one for all states sf in F , that is

°n
k�1 P pf, kq   1. These states are the original

final states of the Markov chain. Now we introduce a new super final state su and create
new transitions pointing from each original final state sf to the super final state. The
Markov probabilities for the transitions are given by P pf, uq � 1 � °n

k�1 P pf, kq, the
original probability of not leaving state sf . So, the transition to su is only taken, if the
original final state is not left by another transition and the process is about to terminate.
The resulting stochastic process is the same as the one produced by the original Markov
chain except for the visit to the super final state at the end of the process.

Additionally, definition 4.6 requires that each state is reachable from the start state
(2) and that the final state is reachable from each state (4). Both conditions are no
limitations and fulfill the requirements of transient Markov chains according to definition
4.5. If a state is not reachable from the start state, it will never be visited and, therefore,
has no influence on the behaviour of the stochastic process. Thus, it can be removed
and assumption (2) is no loss of generality.

There can only be two reasons for a violation of condition (4). First, the super final
state su might not be reached from a state, if there is another state whose sum of the
outgoing transition probabilities is below one. This can be excluded because of (3). The
only other possibility is that there is a recurrent state. In that case the Markov chain is
not transient.

Next, we have to proof that a Markov chain X fulfilling all conditions given above is
transient. Therefore let P be the transition matrix of X. For an arbitrary state si in
S, the state space of X, it follows from condition (4) that P pi, nqplq � γ ¡ 0 for some
number of steps l. Once in state sn the process will never again enter any other state,
since the probability of going from sn to any other state is zero and P pn, iqpmq � 0 for
any number of steps m. Therefore, the probability of the system eventually returning to
si cannot exceed 1 � γ   1. Thus all states si P S are transient according to definition
4.3 and X describes a stochastic process of finite length.

Now we have that for each transient Markov chain X there is an equivalent X 1 satisfying
definition 4.6 which describes the same stochastic process. Therefore, we consider both
definitions exchangeably.

Markov Model A Markov model is a finite state machine that describes a transient
Markov chain. Each transition of the finite state machine is annotated with a Markov
probability that indicates the probability of taking the transition from the current state.
So, like in Markov chains the next state depends only on the current state and is inde-
pendent of the past (Markov property). The fact that Markov models are an extension
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of finite state machines implies that the state space of the described Markov chains has
to be finite. It is also required that the process has a single start state.

Definition 4.7 (Markov Model). A Markov model MM � pΣ , S, F, s0 , δ, uq consists
of a finite state machine A � pΣ, S, F, s0, δq and a total function u : S � Σ Ñ r0 . . . 1s
mapping a probability value to each transition [38]. It must hold

ȩPΣ
ups, eq � 1 @s P S � F and

ȩPΣ
ups, eq ¤ 1 @s P F.

The conditions given above are nearly the same as for transient Markov chains. Here,
the sum of all outgoing transition probabilities must also be one for non-final states and
below one for final states. Unlike transient Markov chains the transitions are annotated
with input symbols and there can be more than one transition from one state to another.

Figure 4.1.: Example of a Markov Model.

Example 4.1. Consider a Markov model MM � pΣ , S, F, s0 , δ, uq as shown in figure 4.1
with input alphabet Σ � td1, d2, d3, d4, d5u, state space S � t1, 2, 3, 4, 5u, final states
F � t3, 5u, start state s0 � 1, transition function δ, and transition probability function
u (both as shown in figure 4.1). The value in brackets associated with each transition is
the Markov probability of the transition. Considering state 1 the outgoing transitions
to state 2 are d1 with probability 0.2 and d2 with probability 0.7. The total transition
probability from state 1 to state 2 is 0.9. Adding the probability of the last outgoing
transition from state 1 to state 4 results in a total probability of 1.0 as required. The sum
of all outgoing transitions of the final state 3 is 0.8. Therefore, it remains a probability
of 0.2 that the stochastic process terminates in state 3. The probability matrix of the
Markov chain is given by

P pi, jq �
¸

ePΣ,δpsi,eq�j

upsi, eq. (4.7)
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For the Markov chain in figure 4.1 that is

P �

������
0 0.7� 0.2 0 0.1 0
0 0 1.0 0 0

0.5 0 0 0.3 0
0 0 0 0 1.0
0 0.4 0 0 0

�����.

For example, the probability of going from state 1 to state 4 is P p1, 4q � 0.1. Note that
the matrix has a different form compared to the probability matrix of a usual Markov
chain. Due to the influence of the final states the constraint that the sum of each row
must be one is weakened to the condition that the sum must be below or equal one.

We can modify each Markov model so that it fulfills the conditions given in definition 4.6.
Therefore, we have a look at each condition and modify the Markov model, if needed.

1. It exists exactly one start state. This condition is automatically fulfilled for all
Markov models, since they are based on finite state machines which always have
exactly one start state.

2. Each state is reachable from the start state. This condition can be assured by
removing all unreachable states from the finite state machine. In this case ’not
reachable’ means that either no transition to a state exists or the probabilities of
all ingoing transitions of that state are zero. Since the state is never reached and
no transition (if it exists) to that state will be ever taken, the removal of the state
does not effect the stochastic process or the accepted language of the finite state
machine.

3. It exists exactly one final state without outgoing transitions. To ensure this con-
dition, a super final state is introduced and for each final state sf P F a new
ε-transition from sf to the super final state is added. According to the definition
of transient Markov chains we assume without loss of generality that sn is the new
final state. The transition probabilities of each old final state to the new final state
are given by

P pi, nq � 1�
ȩPΣ

upsi, eq.

This denotes that the probability of going from state si to the new final state is
the same as the probability that the process terminates in state si. Furthermore,
we have that

ņ

j�1

P pi, jq � 1 @ si P S, si � sn

and
ņ

j�1

P pn, jq � 0.
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4. The final state is reachable from every state (except itself). After introducing
the super final state this condition can be checked by constructing the set of all
reachable states for each state (except the new final state). If this set includes the
new final state, it is (certainly) reachable from the state associated with the set.
Otherwise, the process will never terminate once it entered this state. Since we
are only interested in finite stochastic processes we can remove this state from the
Markov model without altering the stochastic process or the accepted language of
the finite state machine.

Example 4.2. The result of these modifications to the Markov model given in figure 4.1
is shown in figure 4.2.

Figure 4.2.: Example of a Transient Markov Model.

In the resulting Markov model the previous final states 3 and 5 have become usual
states. Instead the super final state 6 has been introduced and ε-transitions from 3
and 5 to 6 have been added. The transition probability from state 3 to state 6 is
Q3,6 � 1 � 0.3 � 0.5 � 0.2 and from 5 to 6 is Q5,6 � 1 � 0.4 � 0.6. The corresponding
probability matrix is

Q �

��������
0 0.9 0 0.1 0 0
0 0 1.0 0 0 0

0.5 0.3 0 0 0 1� 0.5� 0.3
0 0 0 0 1.0 0
0 0.4 0 0 0 1� 0.4
0 0 0 0 0 0

�������. (4.8)

The last column of the matrix contains the ε-transition probabilities from the old final
states to the super final state. Now all rows sum up to one except the last one which is
zero in total. This indicates that the process once in the super final state cannot make
any further transitions and, therefore, terminates.
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Expected Number of Visits to a State As given in definition 4.4 the potential matrix
Rpi, jq of a Markov chain contains the expected number of visits to a state sj starting
in state si on a path of arbitrary length. Until now, R can only be calculated using a
matrix F whose entries F pi, jq are the probability of reaching state sj starting in state
si in an arbitrary number of steps. According to [11] the expected number of visits can
also be calculated directly without determining F pi, jq.
Theorem 4.8 (Calculation of the Potential Matrix). Let X be a Markov chain
with transition matrix P . Then the potential matrix R is given by the limit of

R �
8̧

k�0

P pkq

Proof. Let Aj be the function whose every entry is zero except the jth entry which is
one, that is

AjpXkq �
#

1, if Xk � sj

0, if Xk � sj

.°8
k�0 AjpXkq represents the actual number a process visits state sj. Thus, the ex-

pected number of visits of the process to state sj starting in state si is given by
E
�°8

k�0 AjpXkq|X0 � si

�
. It follows that

E

� 8̧

k�0

AjpXkq|X0 � si

�
�

8̧

k�0

E rAjpXkq|X0 � sis

�
8̧

k�0

P tXk � j|X0 � siu

�
8̧

k�0

P pi, jqpkq.

Hence, for a Markov chain X the potential matrix R whose elements Rpi, jq are the
expected number of visits of the stochastic process to state si starting in state sj can be
determined by

Rpi, jq �
8̧

k�0

P pi, jqpkq.

Furthermore, it follows from the definition of transient and recurrent states that

Rpi, iq �
8̧

k�0

P pi, iqpkq � 8

if si is recurrent, and

Rpi, iq �
8̧

k�0

P pi, iqpkq   8 (4.9)
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if si is transient. This concurs with results expected from equations (4.3) and (4.4).
Next, we show that the potential matrix R exists and can be calculated for all transient
Markov chains.

Theorem 4.9 (Convergence of Transient Markov Chains). Let P be the n � n
transition matrix of a transient Markov chain X according to definition 4.6, then

8̧

k�0

P k � R   8

where the potential matrix R of the Markov chain X is given by

R � pI � P q�1.

Proof. First we show that the series
°8

k�0 P k converges. Since all states of a transient
Markov chain are transient, it follows from equation (4.9) that Rpj, jq   8 for all states
sj in state space S. Furthermore, the definition of the potential matrix 4.4 implies, that
Rpi, jq � F pi, jqRpj, jq ¤ Rpj, jq, because F pi, jq, the probability of entering state sj

starting in state si in an arbitrary number of steps, is between zero and one. It follows
that Rpi, jq   8 for all si, sj P S. Considering that Rpi, jq � °8

k�0 P pi, jqpkq it has been
proofed that

Rpi, jq �
8̧

k�0

P pi, jqpkq   8 @ si, sj P S

and for this reason

R �
8̧

k�0

P k   8. (4.10)

Next we show that R � pI � P q�1. Therefore, we also have to proof that the inverse
matrix of pI � P q exists. We already know that

R �
8̧

k�0

P k � I � P � P 2 � � � �

The Multiplication of R with P results in

RP � PR � PI � PP � PP 2 � � � � P � P 2 � P 3 � � � � R � I
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So, for the calculation of R we have

RP � R � I

R �RP � I

RpI � P q � I

and

PR � R � I

R � PR � I

pI � P qR � I

As established in [29] the inverse of a n�n matrix A exists if and only if there is a n�n
matrix B so that

AB � I

or a n� n matrix C so that
CA � I.

Both conditions are fulfilled for pI � P q. It follows that the inverse matrix of pI � P q
exists and that

R � pI � P q�1. (4.11)

Together the equations (4.10) and (4.11) proof theorem 4.9.

Example 4.3. The probability matrix given in (4.8) describes the transient Markov chain
associated with the Markov model shown in figure 4.2. The next step is to calculate the
expected number of visits of the process to each state. Therefore, the potential matrix
of Q needs to be computed. As proofed before we have that the potential matrix R of
the probability matrix Q is

R � pI �Qq�1

�

��������
��������

1.0 0 0 0 0 0
0 1.0 0 0 0 0
0 0 1.0 0 0 0
0 0 0 1.0 0 0
0 0 0 0 1.0 0
0 0 0 0 0 1.0

��������
��������

0 0.9 0 0.1 0 0
0 0 1.0 0 0 0

0.5 0 0 0.3 0 0.2
0 0 0 0 1.0 0
0 0.4 0 0 0 0.6
0 0 0 0 0 0

�������
�������
�1

First, the probability matrix Q is subtracted from the identity matrix I.

R �

��������
1.0 �0.9 0 �0.1 0 0
0 1.0 �1.0 0 0 0

�0.5 0 1.0 �0.3 0 �0.2
0 0 0 1.0 �1.0 0
0 �0.4 0 0 1.0 �0.6
0 0 0 0 0 1.0

�������
�1
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Next, the inverse matrix is computed.

R �

��������
2.15 2.29 2.29 0.90 0.90 1.0
1.22 2.44 2.44 0.85 0.85 1.0
1.22 1.44 2.44 0.85 0.85 1.0
0.49 0.98 0.98 1.34 1.34 1.0
0.49 0.98 0.98 0.34 1.34 1.0
0 0 0 0 0 1.0

�������
The resulting matrix R contains the expected number of visits Rpi, jq of each state sj

starting in state si. The expected number of visits to a states sj by the whole Markov
process is given by the entry Rp1, jq. The row associated with start state 1 contains
the expected number of visits of the process to each state. For example, state 2 is
expected to be visited Rp1, 2q � 2.29 times during the process execution. These values
are expectations and, therefore, do not have to be possible values. In fact, the represent
somewhat like the average number of visits to each state on a path from the start to the
final state.

Note that each entry in the last column of the potential matrix is one. This is to be
expected, since the last column represents the expected number of visits to the final
state. The final state is reachable from every state and it is visited exactly one time
according to the definition of transient Markov chains. That is to say, in whatever state
the process starts, it will always reach the final state once.

Every entry in the last row is zero except the last one. This is also to be expected, since
once in the final state no other state can ever be visited. Due the termination of the
process after visiting the final state it can only be visited once.

Remark 4.1 (Probability of Reaching a State). Given the potential matrix R we can
compute the probability F pi, jq of reaching state sj in an arbitrary number of steps
starting in state si. For si � sj we have that:

F pi, jq � Rpi, jq
Rpj, jq

and

F pi, iq � 1� 1

Rpi, iq
otherwise. This follows from the equations 4.3 and 4.4.

For the final state sn we have that Rpn, nq must be one, since it has no outgoing tran-
sitions. If the process starts in the final state it visits only the final state once. Hence,
we have for all i � n that:

F pi, nq � Rpi, nq
Rpn, nq

� Rpi, nq,
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and for i � n that:

F pn, nq � 1� 1

Rpn, nq
� 1� 1

1
� 0.

This implies that Rp1, nq is not only the expected number of visits to the final state, but
also the probability of reaching the final state from the start state. For a usual transient
Markov chain, this value must be one, but if we consider reliability as done by Cheung
in [10], this value might be below one. In this case Rp1, nq is the reliability of the whole
Markov model.

Example 4.4 (Probability of Reaching a State). For the Markov model in figure 4.2, the
probabilities of reaching a state sj starting in state si are:

F �

��������
0.53 0.94 0.94 0.67 0.67 1
0.57 0.59 1 0.64 0.64 1
0.57 0.59 0.59 0.64 0.64 1
0.23 0.4 0.4 0.25 1 1
0.23 0.4 0.4 0.25 0.25 1
0 0 0 0 0 0

�������.

Note that the probabilities F p2, 3q and F p4, 5q are both one. This is because state 3
must be visited after state 2 and state 5 after state 4, since both are the only successor.
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4.4. Reliability of Basic Components

Next, we use the properties of transient Markov models discussed above to compute
the reliability of basic components in dependence of the reliability of its environment
and usage profile. Since we do not want to limit the reliability of a component to a
fixed usage profile or fixed environment we have to describe the reliability of a basic
component as the reliabilities of its methods mi in dependency of the external methods
which are used by mi. Therefore, we compute values for the service reliabilities and the
reliability of the overall component out of the reliabilities of its methods and the context
specific usage profile. The computations of the total component reliability out of its
usage profile and service reliabilities is equivalent to the computation of a single service
reliability out of the external reliabilities. Here, we focus on the latter case.

Therefore, we introduce the reliabilities of the external services into the transition ma-
trix P of the Markov model MM � pΣ , S, F, s0 , δ, uq. The reliabilities of the services
m1,m2, . . . , ml P Σ form a reliability vector r � rr1, r2, . . . , rls. Let denote rij the reli-
ability rm of a service m P Σ when δpsi,mq � sj holds with si, sj P S. The values rij

form a reliability matrix Q with Qpi, jq � ri,j.

Given the transition matrix P and the reliability matrix Q of a service effect specification
one can compute a matrix Ps containing the probability of successful transitions from
state si to state sj with Pspi, jq � Qpi, jqP pi, jq. (With � denoting the pointwise matrix-
product, we can write Ps � Q � P .)

In section 4.3 we showed that for the potential matrix R � pI � P q�1 the value Rp1, nq
denotes the probability of going from the start- to the final state of the corresponding
transient Markov model. There, the probability was always one. If we use the matrix Ps

containing the successful transitions from a state si to a state sj, the value Rsp1, nq of
the corresponding potential matrix Rs � pI � Psq�1 denotes the probability of reaching
the super final state successfully, without a failure. This corresponds to the reliability
of the service.

This enables us to compute the reliability of each provided service of a basic component
out of the reliabilities of the external services provided by the environment. For com-
posite components the computation of the service reliabilities is somewhat different, but
the computation of the overall reliability using the usage profile remains.

4.5. Reliability of Composite Components

For the computation of the reliability of composite components we need to determine the
reliability of its provided services depending on its subcomponents, their interconnection,
and the required services. The computation of the overall component reliability is done
the same way as for basic components.

The reliability of a composite component’s service m is defined by the reliability of the
mapping of the provides interface of an inner component Cin realising with a service min
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the service m and the reliability of min. Hence, we have that:

rs � rmap rin,

where rmap is the reliability of the mapping and rin is the reliability of sin. Since
component-based software architectures are compositional, we do not have to distin-
guish whether the inner component is a composite or basic component. The reliabilities
of its services can be computed either way. In case of a composite component the com-
putation is executed recursively until a basic component is reached. This recursion must
terminate, since all architectures have a finite number of refinements [38].

4.6. Assumptions

The reliability prediction model discussed above makes several assumptions regarding
the availability of data as well as concerning the mathematical model.

Availability of Data For basic components it is required that the component provider
gives the service effect specifications for each service of the component. As discussed
in [38], it is possible to derive the service effect specifications from the components
code. From the component user the model requires the reliabilities of the environmental
services as well as the usage profile of the component. Also the reliability of the bindings
between the components is needed.

Additionally, the supplier of a composite component must provide the service effect
automata of the included basic component’s services, the bindings and mappings with
their reliability.

As mentioned above, the reliability of mappings and bindings is not considered at this
point, but in the context of resource dependent reliability. However, the model still
requires information on the reliability of (possibly used) network connections, even if
the reliability of single mappings and bindings is not considered.

Mathematical Model The prediction model assumes that the reliabilities of compo-
nents are independent. So, if one component fails, this has no influence on the other
components in the system as long as these not require any services of this component.
Within the scope of this thesis we look into the interdependency of the reliability of
components caused by their deployment. If two components are deployed on the same
hardware, both depend on it and their reliability has a certain dependency.

The reliability of an external service is specified as a single value only. There is no
distinction between different parameters the service is called with and no consideration
of the influence of the services called before. So, the reliability of a service is assumed to
be independent of the preceding service calls and the actual input parameters. In [38]
the authors claim that this is a result of the usage of Markov chains, but this is only
partially true. For Markov models the reliability (and probability of the next service
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to execute) depends on the current state only. This would allow different reliabilities
for different transitions calling the same service. The assumption actually made is even
more strict, since only a single reliability value for each required service is provided.
This also implies that services fail independently. So, if one service of a component fails,
this does not influence the reliability of the other services.

Another assumption follows from the properties of Markov chains: The service executed
next depends on the current state alone. So, the (possible) importance of the path
through the control-flow of the program is neglected. This assumption needs a detailed
evaluation and justification, since our experiments (see chapter 7) showed that the tran-
sition probabilities depend strongly on the input data as well as the user behaviour. On
the other hand, the experiments in [38] showed that the transition probabilities have
only a minor influence on the reliability.

Furthermore, the model makes no distinction between different types of failures (i.e.,
Byzantine failures) and assumes a fail-stop behaviour of the system. This includes the
assumption that a failure is always attributable to a single source which might be hard
to do for real systems.

Despite, all these assumptions, the experiments in [38] showed, that valuable predictions
can be made on the basis of this model. Our experiments confirmed this, but also showed
how sensitive the transition probabilities of a service effect specification are to the user
behaviour and input data of the system. Therefore, one can make predictions for a
certain scenario based on the reliability prediction model, but one has to be careful
when drawing general conclusions from the results.
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5. Modelling Failures

5.1. Return Values and Error Handling

Error handling enables the client of a component to react on a known set of return values
and/or failures occurring during the execution of a service. So, the client may be able to
hide the failure from the user. In practice, the client might catch an exception thrown by
a component service, execute a failure recovery and try another way to achieve its goal.
Unfortunately, this process can hardly be handled by the concepts presented in [36, 38].
Therefore, we extend their approach allowing different return values for a service.

As described in section 2.1 and 2.2 call sequences are modelled by finite state machines
whose transitions represent service calls. Each transition is associated with exactly one
service call and reaches its destination if the service is successfully executed. The return
value of the execution is not explicitly modelled in the transition.

Nevertheless, it is possible to handle different return values by adding them directly to
the transition. This introduces a new transition for each value. As a result one gets
several outgoing transitions with the same service call as input symbol and different
associated return values for one state. If one considers only the service calls as input
symbols, the finite state machine becomes nondeterministic. On the other hand, the
service calls and its return values together form different input symbols for all service
calls. This makes the finite state machine deterministic, but it might cause problems
when algorithms like language intersection are applied on the finite state machine. This
topic is addressed in [44]. They propose a method to handle algorithms for finite state
machines whose transitions are annotated by input symbols and a return value.

(a) Service Call play.

(b) Decomposition of the Service Call play.

Figure 5.1.: Structure of Service Calls.
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Another way to handle different return values is to split a service call into a calling
transition, an execution state, and a set of return transitions. Figure 5.1(a) shows a
single transition with an associated service play. Figure 5.1(b) shows the decomposition
of the service call. The transition play’ on the left-hand side indicates that the service
play is callable from state 1. It points to state 2 which represents the execution of the
service. The return:OK-transition from state 2 to state 3 is taken if the execution of
play is successfully finished.

The decomposition changes the meaning of transitions and states. Before services were
executed by the transitions between states. Now transitions no longer represent the
whole service execution, but only its call and return. The service execution happens in
the states. We distinguish two different kinds of states and transitions.

Internal States States which are controlled by the calling component are named in-
ternal states. They execute the code of the caller and correspond to the states of the
original model.

External States States which represent the execution of a called service are named
external states. They execute the code of the callee and correspond to the transitions of
the original model.

Calling Transitions Transitions labelled with the primed name of a service are called
calling transitions. They indicate the possibility to call a service or, with regard to
required protocols and service effect specifications, that a service might be called from
the current state.

Return Transitions Transitions labelled with the return symbol are called return tran-
sitions. They are taken if the execution of a service is finished. Multiple return transi-
tions are allowed for a service. Each one represents a different result of the execution.
The result follows the colon after the return-symbol as shown in figure 5.1(b). If only
a successful result is expected, the colon and the return value can be left out.

For the example in figure 5.1(b) the states 1 and 3 are internal states and correspond to
the state 1 and 2 in figure 5.1(a). State 2 is an external state and executes the service
play. It corresponds to the play-transition in the original model. The transition play’

is a calling transition and indicates that the service play might be executed from state
1. In case of a successful execution of play the return transition from state 2 to 3 is
taken.

Several errors may occur during the execution of the service play, such as FileNotFound
or UnknownFormat as shown in figure 5.1. FileNotFound is returned, if the file which
should be played could not be found by the service. This might be because the name
of the file is wrong or it has been deleted. UnknownFormat is returned if the file format
is not known by the player. Now, the client is able to react on these errors. If the file
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Figure 5.2.: Service Call play with Different Return Values.

is not found, he can ask the user for the correct name or search the hard drive. If the
format of the file is unknown the client might connect to a server providing, for example,
the video codec and download it automatically.

Both approaches discussed here are semantically equivalent and have a set of common
problems. In the context of reliability prediction we found the second approach more
useful, since the in the resulting automaton only states execute code and transitions can
assumed to be timeless and fully reliable. So, only states consume execution time and
resources. This is a big advantage when dealing with Markov chains and models, since
Markov chains consider only states and ignore input symbols. Furthermore, the intro-
duction of external states ensures that transitions are not merged during the creation of
the corresponding transition matrix.

5.2. Transient and Persistent Failures

When considering error handling one can distinguish the two classes of transient and
persistent failures which require a different treatment in terms of reliability prediction.

Definition 5.1 (Transient Failure). A failure is transient, if its cause is only tempo-
rary.

If the service execution fails due to a transient failure, the next service execution might
succeed. This allows the client to implement a replication in time [27] to increase the
reliability of a service. In this case the client tries to call the service several times.

If a transient failure occurred the probability of a successful service execution of any
subsequent service call is independent of that knowledge. So, a transient failure has no
influence on the reliability of subsequent service calls.

Definition 5.2 (Persistent Failure). A failure is persistent, if its cause is permanent.
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The permanency of the cause implies that once the failure occurred it will always occur
again until it is corrected. Once a persistent failure occurred the reliability of all sub-
sequent service calls is zero, since they will definitely fail. The system might be able to
deal with a certain set of persistent failures without showing the failure to the user. For
example, this can be achieved by a replication in space [27] for a set of hardware devices
and a proper fail-over mechanism.

Handling Transient and Persistent Failures Our goal is a more realistic model of
software systems to give a more accurate prediction for the system reliability. Most of
the current reliability prediction models as [10, 38] assume a fail-stop behaviour of the
system. For real software systems this is actually not true, since most of the current
systems are capable of dealing with a set of known errors. The mechanism proposed in
chapter 5.1 gives a good foundation to handle transient and persistent failures. Since
for transient failures subsequent service calls are statistically independent of the failure,
the system can simply retry the service execution in this case.

The handling of persistent failures is much more complicated, since it requires the system
to correct or hide the failure. A good example of hiding persistent failures is failover as
described in [20]. Considering the mechanisms of error handling and return values one
could model algorithms like failover of a system.

39



6. Resource Dependent Reliability

The reliability of a system not only depends on the utilised software, but also on under-
lying resources. This might be hardware resources, as the host computer, or software
resources, like the operating system, or the Java virtual machine. If a resource fails, it
is no longer able to execute any program. Therefore, the software which is deployed on
the resource fails as well. Musa et al. propose a general approach for the prediction
of system reliability [28, pp. 85]. However, this approach neglects the fact that certain
resources might not be required by some user groups and, therefore, do not influence
the system reliability experienced by them.

Cheung introduced the idea to determine reliability from the user’s point of view [10]. He
uses Markov models to describe the usage profile of a set of software components. This
yields a software reliability which depends not only on the reliabilities of the components,
but also on their usage. One can regard the result as a reliability experienced by a
certain user group, characterised by a usage profile, unlike a general system reliability.
However, most authors, including Cheung and Musa, agree that reliability is a user
oriented rather than developer oriented property [28, 10, 38, 33, 17, 43]. We continue
the ideas introduced in [28, 10, 38] and develop a concept to determine the system
reliability from the user’s point of view.

Resources and software components have an entirely different failure behaviour. While
software components can only fail during their execution, resources can fail at any point
in time, even if they are not used. If a resource fails while it is idling, this causes the
system to fail during the next request to the resource. Therefore, the system reliability
from the user’s point of view is influenced by the usage of the software and the time the
resources are required.

Example 6.1 (Reliability of a Webserver). Figure 6.1 shows the deployment diagram of
a webserver. The system is organised as a three tier architecture.

Client Webserver DB Server

Internet Browser

RequestParser

RequestProcessor

LoginManager

SQL Server

Figure 6.1.: Deployment Diagram of the Webserver.

As discussed in section 3.6, hardware reliability is a function of time which is assumed
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to be an exponential distribution. It is characterised by the failure intensity given as
the number of failures per operating time. The client is an internet browser running on
the users desktop system with an average failure intensity of one failure in 200 hours.
The webserver and its components are running on a highly reliable server. Its failure
intensity is one failure in 5000 hours. In our example, the database is a legacy system
running on its own host. Its hardware and especially the operating system are very
error-prone. The server has to be restarted approximately every 24 hours to function
properly. We assume that the restart is executed as soon as a failure is experienced.
Figure 6.2 shows the reliabilities of all three resources. Note: for sake of simplicity
these reliabilities include the reliabilities of the hardware, the operating system and all
network connections.
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Figure 6.2.: Reliabilities of the Webserver and DB Server.

Figure 6.3 shows the four use cases Login, Request Protected Page, Logout, and
Request Page of a Webserver. Only the use case Login requires access to the data
base. In all other cases the Webserver itself handles the requests. Consider the follow-
ing example behaviour of a user, to see how her behaviour influences the experienced
reliability.

The user logs into the system during the first six minutes. After that she stays logged
in and works with the system for another 60 minutes. After that period she logs herself
out. The whole process takes 66 minutes.

According to [28] the system reliability is the product of all three resource reliabilities,
since all of them are required to function for the system to work. The single reliabilities
for an operation time of 66 minutes are:
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Figure 6.3.: Sequence Chart for the Use Cases Login, Request Protected Page,
Logout, and Request Page.
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RClientp66 minq � 0.9945

RWebp66 minq � 0.9998

RDBp66 minq � 0.9592

This yields a system reliability of:

Rtotalp66 minq � RDBp66 minq �RWebp66 minq �RClientp66 minq � 0.9537. (6.1)

Total system reliability experienced by the user is below the reliability of the database
server, even though the database is only accessed during the first six minutes. After
the login it is never required again, so later failures are not seen by user. The following
calculation considers the usage times of all three resources:

RClientp66 minq � 0.9945

RWebp66 minq � 0.9998

RDBp6 minq � 0.9958

Rtotalp66 minq � RDBp6 minq �RWebp66 minq �RClientp66 minq
� 0.9901.

This shows, that the influence of the database server on the experienced system reliability
is relatively small. The result is closer to the reliability of the clients desktop computer.
This effect becomes even stronger, if we regard a usage profile that does not require
access to the database. We assume the same usage times for the client desktop and the
webserver as above. Then the system reliability is:

RClientp66 minq � 0.9945

RWebp66 minq � 0.9998

Rtotalp66 minq � RClientp66 minq �RWebp66 minq
� 0.9943.

On the other hand, if we have a usage profile where the user logs on and off the system
regularly, the resulting system reliability is close to the one given in equation 6.1. Even
if the time intervals between the usages of the database are relatively long, a failure of
the database at any point in this period causes the next login to fail. Therefore, a failure
free execution is only guaranteed, if the database ’survives’ until the last login of the
user.

The examples above show how the usage profile influences not only the software reliabil-
ity of a system, but also the hardware and/or resource reliability. Therefore, we regard
the system reliability is a function of the reliabilities of its components, the reliabilities
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of its resources, the usage profile, and the interaction pattern between the components
depending on the usage profile.

This chapter is organised as follows. First, the differences between the reliability of
components and resources are discussed. Then, the requirements to the deployment
and component model are outlined. Next, we introduce two different concepts to deal
with time as a random variable: the expected value and the probability density func-
tion. We develop a method for the prediction of the service time consumption for each
approach. Based on this, we derive a method for the prediction of the last usage of a
resource. Finally, the compositionality is discussed and both approaches are compared.
The evaluation of both approaches follows in chapter 7.

6.1. Resources and Components

We already indicated that resources and software components have a different reliability
behaviour. This needs to be regarded more closely.

A resource can fail at any point in time independent of its usage. This has several causes.
For hardware resources we have that failures are caused mostly by physical deterioration
[28, p.7] or environmental disturbances. These are mainly independent of the user
behaviour (except pouring coffee into the computer) and the usage of the resource.
Software resources are execution environments (see section 2.3) like the operating system,
databases, J2EE, or .Net. Usually, these have their own execution thread and/or run
several programs at once. A failure in the execution environment or one of the executed
programs can cause the system to fail. Even if the failure occurs during the execution
of some piece of software, it is independent of the regarded software components. It
can occur at any point in time, independent of the execution of the regarded software
components.

The hazards on hardware and software resources can be assumed occur ’randomly’.
This can be described by a random variable whose probability density function is an
exponential distribution [28], where 1{λ is the rate of occurrences. In general, the
reliability of a resource can be considered as a function of time.

On the other hand, software components can fail only during their execution. A faulty
routine of the component needs to be executed to cause a failure. Hence, the reliability
of a software component is rather a function of the usage profile than a function of time.
The reliability of a service depends on the number of its executions. The actual point in
time of has no influence on its reliability. Note: this implies that the component itself
has no independent execution thread(s) and is passive.

The difference of both reliability types requires an individual treatment. Therefore, we
distinguish the relationships of a software component to resources and other software
components.

Definition 6.1 (Deployed-On Relationship). A software component is in a deployed-
on relationship with a hardware or software resource, if the resource is hosting the
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component.

If a component is hosted by a resource its reliability depends directly on the reliability
of the resource. If the resource fails, the component also fails as well.

Definition 6.2 (Use Relationship). A software component is in a use relationship to
another component, if it calls services of this component.

The reliability of a deployed component depends on the reliability of the component
itself and the reliability of its required external services (use relationship) as well as on
the reliability of its utilised resources (deployed-on relationship).

The difference of both reliability types has a significant influence on the calculation of
system reliability. A resource has not only to ’survive’ the execution time of a service,
but also the time between two usages. Hence, we need to extend the model proposed in
[38]. Despite the usage profile, the execution time needs to be considered in the model.
It is not only required to determine the execution time of single services, but the last
usage of a resource, in dependency of a usage profile. As discussed before, the failure
of resources is independent of their usage. Therefore, we need to specify the time a
resource has to survive, that is, the time its last usage is finished.

6.2. Requirements

Parametric contracts specify the behaviour of a service with a service effect specification.
For the prediction of the last usage of a resource, it is required that the service effect
specification is given as a Markov model. Here, the transition probabilities of the Markov
model are approximations of the real behaviour of the service. They might depend on
the current user profile as well as the input data of a service. Since we are interested in
the user oriented system reliability, the usage profile of the system is required as well.
The usage profile is also a Markov model and can be treated equivalent to the service
effect specification. In fact, the service effect specification can be regarded as the usage
profile of a service.

Example 6.2 (Usage Profile). Figure 6.4 shows a possible usage profile of the webserver.
First the user logs into the system, then she works with some restricted web pages for a
while and finally, she logs out.

Figure 6.4.: Usage Profile of the Webserver.
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The execution times of the external services and the internal component code are needed
to calculate the last usage of a resource. Each execution time is given as a random
variable X which either is specified by a probability density function fXptq or an expected
value ErXs.
Furthermore, every component (or, more precisely, the artifact instance realising the
component) is deployed on a set of hosting resources. We have to consider a set of
resource since it is possible to organise resources in an hierarchical structure, that is, the
server is hosting the operating system which is hosting the J2EE environment. However,
since all these resources are required for the component to function, the total reliability
is the product of reliabilities along the hierarchy. For sake of simplicity, one can merge
the single reliabilities to one overall resource reliability for the component.

If we examine a component in a system architecture, its reliability depends on the
resources hosting the component as well as the resources hosting its required components.
This is demonstrated in the use case Login of example 6.1. To function properly the
components of the webserver rely on their host as well as the database server. As
discussed above, resource reliability is a function of time. The last usage of the database
is mainly influenced by the behaviour of the webserver which itself is determined by
the behaviour of the user. This points out the need for a compositional approach to
determine the system reliability.

As we will see later, the compositionality requires that every component is associated
with a set of resources it might utilise. Each external service call of a component has an
associated probability qr for each resource r. It denotes the probability that resource r
is required during the service execution. The services provided by the component have a
probability of one for the usage of the resource(s) on which the component is deployed.

6.3. Representation of Time

The time consumption of a state or service is always given in clock time (see section 3.3),
since the execution of a service often involves several resources with different utilisation
and performance. To be able to represent the time consumption of a service as a single
value, these aspects need to be included in this value.

A usage profile and/or service effect specification is given as a decomposed Markov
model with internal and external states (see section 5.1). In a decomposed Markov
model only states consume time and transitions are timeless. Internal states represent
the execution of internal component code. On the other hand, external states repre-
sent external service calls. This includes the service call, the method execution, and
the return from the service. The time consumption of the call and return might play a
significant role for remote procedure calls in distributed systems. For sake of simplicity,
their time consumption is included in the time consumption of the external states. The
time consumption of an external service depends on the service itself and the system ar-
chitecture. Design decisions like the distribution of the system or the choice of hardware
and software resources have a major impact on the service performance. The analysis
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of these factors is beyond the scope of this thesis.

Example 6.3 (Decomposed Usage Profile). The decomposition of the usage profile in
figure 6.4 is shown in figure 6.5. The state State E1, State E2, and State E3 are
external states and represent the former service calls.

Figure 6.5.: Decomposed Usage Profile of the Webserver.

The time consumption of the external states is already given in terms of clock time, while
the time consumption of internal states might be given regarding to execution time. The
mapping between clock time and execution time is influenced by many factors, like the
general utilisation of the processor, the scheduling algorithm, the priority of the process,
and the average instruction execution rate of the processor [41, pp.155] [8, pp. 399].

We want to determine the clock time needed for the execution of an internal state. At
this point we know, that there is some internal program code that must be executed by
the processor. This makes it impossible to apply the utilisation concept of [28], since
the utilisation described there is the average utilisation of the processor by the program
which includes its idle time. The general utilisation of the machine, which is the fraction
of time the processor is executing any program [41, p.155], is also not appropriate. It
includes the task of the current service as well as all other program tasks.

To map the execution time of the internal code to clock time, we need to know the
time the processor is available for the task. The processor availability for task T is the
maximal fraction of time the processor can be assigned to T without blocking other
processes. On the other hand, the processor utilisation by T is the average fraction of
processing time assigned to T . Note the difference between these two concepts. The
processor availability can also be considered as the maximal possible utilisation by task
T , opposed to the average utilisation.

Burns and Wellings assign a processor utilisation to each running task [8, pp. 404].
So, the fraction of time the processor is available for task T0 in a system with n tasks
T0 . . . Tn�1 is:

aT0 � 1� pu1 � . . .� un�1q,
where ui is the average utilisation of task Ti with i � 1, . . . , n � 1. Unfortunately, this
is only applicable if the exact number of tasks and their average utilisation are known.
This might be hard or even impossible to determine for a real system. A simple solution
would be to remove T and to determine the average processor utilisation u by the other
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tasks. Then, the fraction of processing time available to T is given by:

aT � 1� u.

This solution does not consider the scheduling algorithm or the priority of T . In fact,
it is very pessimistic, since only the idle time of the processor is assigned to T . There
might be better methods to derive aT . However, we can assume that the fraction of time
a processor is available to task T can be determined or estimated. Given the processor
availability aT for a task T , we can apply the concepts of section 3.3 to determine the
clock time consumed by the internal states.

For our purposes it is adequate to consider the processor availability as constant value
which is given in advance. For a more detailed analysis it might be useful to consider the
processor availability as a random variable. It might also be possible to exert the usage
profiles and the component relationships to determine the utilisation and/or availability
of the system resources.

Example 6.4 (Time Consumption of the State). The time consumption of each state is
given as a random variable X with the associated probability density function fXptq
and expected value ErXs. Table 6.1 lists the time consumption of the states of the
decomposed usage profile shown in figure 6.5. The probability density functions are
exponential distributions fXptq � λe�λt with λ ¡ 0 whose rate (1{λ) is the expected
time consumption of the state in hours. The time consumption of State 2, the only
internal state consuming time, is given in terms of clock time.

State Operation Expected Time Consumption PDF
1 State1 - 0 hrs fX1ptq � δptq
2 State E1 Login 1 min = 1

60
hrs fXE1

ptq � 60e�60t

3 State2 - 10 sec = 1
360

hrs fX2ptq � 360e�360t

4 State E2 Work 1 min = 1
60

hrs fXE2
ptq � 60e�60t

5 State E3 Logout 30 sec = 1
120

hrs fXE3
ptq � 120e�120t

6 Final State - 0 hrs fXF
ptq � δptq

Table 6.1.: Time Consumption of the States of the Usage Profile.

6.4. Time Consumption of a Service

Next, we develop two concepts for the computation of the total time consumption of a
service. The first approach determines the expected time consumption using the prop-
erties of transient Markov chains (see definition 4.5 and 4.6). The second approach
determines the time consumption as a probability density function. Therefore, a reg-
ular expression describing all valid state sequences is derived from the Markov model.
Methods for the computation of the time consumption for the operations concatenation,
union, and Kleene star are defined.
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Note: The results of both approaches are given in terms of clock time. Furthermore,
it is implicitly assumed that the execution times of the states are independent. This
includes subsequent visits to the same state.

Expected Values

States are the only entities consuming time in a decomposed Markov model. Therefore,
we can compute the expected time consumption of the service, if we have the expected
number of visits to each state on an arbitrary path through the model.

Example 6.5 (Expected Number of State Visits). The transition matrix of the Markov
model shown in figure 6.5 is:

P �

��������
0 1.0 0 0 0 0
0 0 1.0 0 0 0
0 0 0 59

60
1
60

0
0 0 1.0 0 0 0
0 0 0 0 0 1.0
0 0 0 0 0 0

�������.

The states are in the same order as in table 6.1. For example, State E2 is associated
with the fourth row and column of the matrix.

The potential matrix (see definition 4.4) R corresponding to transition matrix P is:

R � pI � P q�1 �

��������
1 1 60 59 1 1
0 1 60 59 1 1
0 0 60 59 1 1
0 0 60 60 1 1
0 0 0 0 1 1
0 0 0 0 0 1

�������.

The first line of R is associated with the start state of the Markov model. Its values are
the expected number of visits to each state on an arbitrary path from the start state to
the final state (see example 4.3). So, on an average State1, State E1, and State E3 are
visited once, State2 is visited 60 times, and State E2 is visited 59 times. Note: these
values are expectations and, therefore, do not need to be an actual possible number of
state visits (see appendix B.4). Although a path, which visits each state the expected
number of times, is possible in our example, it does not have to be the most likely path.

Let MMd � pΣ , S, F, s0 , δ, uq be the decomposed Markov model of service d. Given the
expected number of visits to each state in MMd and its expected time consumption we
can compute the total time consumption of the service. The expected number of visits
to a state vs multiplied by its expected execution time ErXss yields the total time spent
in s during the execution of the service. The sum of these times over all states in MMd
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yields the expected time consumption of the service d:

ErXds �
şPS

vs � ErXss.

Example 6.6 (Expected Time Consumption). Table 6.2 shows the expected number of
visits to each state according to the potential matrix in example 6.5, the expected time
consumption of the state, and their product. The sum of the time consumed by each
state is shown at the bottom.

State Number of Visits Expected Time Consumption Visits * Time
1 State 1 1 0 min 0 min
2 State E1 1 1 min 1 min
3 State 2 60 10 sec 10 min
4 State E2 59 1 min 59 min
5 State E3 1 30 sec 0.5 min
6 Final State 1 0 min 0 min

Total 70.5 min

Table 6.2.: Time Consumption of the Usage Profile / Service.

Note: the resulting time consumption is an expectation value as well and, therefore,
does not have to be the most likely execution time of the service, but it is equivalent to
its average execution time.

Probability Density Functions

A probability density function is another, more accurate way of specifying the time
consumption of a state or service. We distinguish discrete and continuous probability
density functions. Continuous probability density functions have the advantage to be
more exact than their discrete counterpart, but they grow in complexity if mathemati-
cal operations are performed on them. On the other hand, discrete probability density
functions have a certain degree of inaccuracy, since they are only approximating a con-
tinuous functions. This is no drawback in our case, since most descriptions of execution
times are given as block functions (e.g., in QML [15]) or sets of measured values. The
main advantage of discrete probability density functions is the ability to describe any
function with a limited domain. Also, a discrete probability density function does not
grow in complexity, if mathematical operations are performed on them. Furthermore, all
required mathematical operations are computable for discrete functions with a limited
domain, for example, the fourier transform always exists [32, pp. 358].

The approach developed here makes no assumptions according to the type of the prob-
ability density function. However, as we will see later on, discrete functions might be
more handy especially regarding compositionality.
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Example 6.7 (Exponential Distributions). Figure 6.6 shows the probability density func-
tions listed in table 6.1 and 6.2. State E1 and State E2 have a rate (1{λ) of one minute,
State E3 of 30 seconds and State2 of 10 seconds.
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Figure 6.6.: Execution Time of the States as Probability Density Functions.

As mentioned above the expected value of an exponential distribution is given by its
rate:

ErXs �
» 8
0

t � λe�λt dt � 1

λ
, λ ¡ 0.

Unfortunately, the expected number of visits to a state is of no use for the computation
of the time consumption as a probability density function. The expected number of
visits to each states contains no information wether two states are visited sequentially
or alternatively. The combined probability density function for both cases is computed
differently. Furthermore, the potential matrix does not contain enough information
regarding cycles in the Markov model. Therefore, we need to develop a different approach
to compute the consumed time of a service as a probability density function.

The sequential execution of states, the alternative between states, and the cyclic rep-
etition of a subset of states require different computations to determine the combined
probability density function [37]. Therefore, regular expressions (see appendix A.2) are
a good choice to determine the total time consumption of a service. Unlike a Markov
model, these have an hierarchical structure given by the abstract syntax tree of the
expression [3]. Each node of the tree represents either a concatenation (sequential exe-
cution), an union (alternative), or a Kleene star (cyclic execution). Given the compu-
tations for the combination of these three operations we can determine the probability
density function of the time consumption of the service.
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Some preprocessing steps are required to be able to use regular expressions. The reg-
ular expressions shall describe the state sequences of the Markov model, not the input
sequences. Furthermore, the transition probabilities must be conserved in the regular
expression. To achieve this we create an automaton accepting all valid state sequences of
the Markov model and then introduce an unique identifier for each transition. Next, we
create the regular expression describing all valid state sequences of the Markov model.
Each symbol of the expression is associated with an execution time and a probability.
Finally, we develop the computations of the execution times for the three operations
concatenation, union, and Kleene star.

State Sequences

States are the only entities consuming time in our model. Therefore, we are interested
in all possible state sequence of a Markov model. The goal is the creation of a regular
expression that accepts all state sequences generated by the Markov model and knows
the transition probabilities.

Convention 6.3 (Valid State Sequence). A sequence of states s1, s2, . . . , sn is valid
for a finite state machine A � pΣ , S, F, s0 , δq, if s1 � s0, sn P F, and there is an input
sequence e1, e2, . . . , en�1 such that

δpsi, eiq � si�1 for i � 1, . . . , n� 1.

First, we create an automaton accepting all valid state sequences. The concept that
states represent information is already well known from Moore machines [26] whose
output is determined by the current state alone. Moore machines are known to be
equivalent to Mealy machines [23] whose outputs are determined by the current state and
the input. The problem given here is similar to the transformation between Mealy and
Moore machines. It has been shown in [4] that every Moore machine can be transformed
to a Mealy machine by assigning the output of the state to the ingoing transition.

Construction of MMS Let MM � pΣ , S, F, s0 , δ, uq be a transient Markov model,
with no outgoing transitions from the final state. This is easily fulfilled by transient
Markov chains. Construct the Markov model MMS � pS, S1, F, s0

1, δ1, u1q which accepts
all valid state sequences of MM as follows:

(1) Create a new state set S1 � S Y ts1u which contains the original state set S and
a new start state s0

1. It is connected to the former start state with an ε-labelled
transition. The transition probability is ups0

1, εq � 1.0, that is, the transition
is always taken. Note: newly introduced states do not consume time, that is
ErXs � 0 and fXptq � δptq.

(2) The input symbol associated with each transition is set to its destination state.
This yields a new transition function δ1 and probability function u1. For δ1 we have
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that δ1psi, sjq � sj if there is an input symbol e in Σ so that δpsi, eq � sj. u1 is
given by:

u1psi, sjq �
ȩPΣ

upsi, eq, where δpsi, eq � sj.

Note: this transformation preserves the properties of the Markov model. Actually,
it is equivalent to the calcualtion of the total transition probability between two
states done during the creation of the transition matrix of MM (see equation 4.7).

Theorem 6.4. The Markov model MMS accepts a state sequence s1, s2, . . . , sn if and
only if it is valid for the Markov model MM .

Proof. We have to proof both directions of the ”if and only if” statement.

”ð”: First we show by induction that MMS accepts all valid state sequences for MM .
Let s0 � s1, . . . , sn with sn P F be a valid state sequence for the Markov model
MM .

(i) Step (1) of the construction yields that the only outgoing transition from the
start state in MMS is δ1ps0

1, s0q � s0. Hence, start state s0 is always the first
state read by MMS.

(ii) MMS reads the state sequence up to state si for one i P t1, . . . , nu. If si is the
last input symbol read by MMS, then MMS is in state si, since all incoming
transitions of si have the form δ1psk, siq � si for some states sk P S.

(iii) If i � n, MMS is in state sn P F and accepts the state sequence s0 �
s1, . . . , sn. Otherwise, there is an input symbol e P Σ such that δpsi, eq � si�1,
since the input sequence is valid for MM . Therefore, it follows (2) that
the transition function of MMS contains δ1psi, si�1q � si�1. So, MMS also
accepts the state sequence up to si�1.

”ñ”: Next we show by induction that all sequences accepted by MMS are valid state
sequences. Let s0 � s1, . . . , sn with sn P F be a state sequence accepted by MMS.

(i) (1) causes that MMS must read s0 as the first input symbol and, therefore,
s1 � s0. MM has not read any input symbols up to this point.

(ii) There is an input sequence e1, . . . , ei�1 such that MM visits the states s1, . . . , si

sequentially.

(iii) If i � n then sn P F and the state sequence is valid for MM . Otherwise, it
follows (2) that there is an input symbol ei P Σ such that δpsi, eiq � si�1.
Therefore, MM reads the sequence e1, . . . , ei and is in state si�1 afterwards.

MMS generates and/or accepts all possible state sequences of MM . However, despite
the time consumed by a state we need to preserve the probabilities of reaching a state
from another. These probabilities vary for each incoming transition of a state. Therefore,
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we have to handle each transition separately in the resulting regular expression. In the
next step the Markov model of the state sequences MMS is used to create an automaton
AT which has an unique input symbol for each transition. Each input symbol of AT has
exactly one associated state (including its execution time) and probability.

Example 6.8 (State Sequences). Figure 6.7 shows the Markov model MMS accepting the
valid state sequences of the usage profile in figure 6.5. The transitions are labelled with
their destination state and their Markov probability. State0 is the newly introduced
start state.

Figure 6.7.: Markov Model for the Valid State Sequences of the Usage Profile.

Construction of AT Let MMS � pS, S1, F, s0
1, δ1, u1q be the Markov model which ac-

cepts all valid state sequences of MM . Then the automaton AT � pΣT , S1, F, s0
1, δT q

with an unique input symbol for each transition is constructed as follows:

(1) Create a new set of input symbols ΣT that contains an unique input symbol tij
for each transition δ1psi, sjq � sj. tij is associated with state sj and probability
pij � u1psi, sjq.

(2) The transition δT maps every pair of states with δ1psi, sjq � sj on the associated
unique input symbol tij, that is, δT psi, tijq � sj.

Theorem 6.5 (Input Sequences of AT ). Each input sequence ti1,i2 , ti2,i3 , . . . tin�1,in

accepted by AT has the following properties:

(a) The sequence of the associated states si2 , si3 , . . . , sin�1 , sin is a valid state sequence
of MM .

(b) The probability of whole state sequence is the product of all associated probabilities:

pseq �
n�1¹
k�1

pikik�1
.

Proof. Property (a) is inherited from MMS, since the structure of the Markov model
is not changed during the construction of AT . Furthermore, the construction preserves
the state associated with a transition in MMS.
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Property (b) follows from the construction of MMS and AT . Construction step (1) of
MMS creates a new start state and a new transition from this state to the original start
state with a probability of 1.0. For the sequence ti1,i2 , ti2,i3 , . . . tin�1,in we have that ti1,i2

represents this transition and its associated probability is 1.0.

Construction step (2) of MMS sums up the probabilities of all transitions between two
states si and sj. This is equivalent to equation 4.7 for the calculation of the transition
matrix P .

Hence, the construction of AT does not change the transition probabilities. We have
that:

pseq �
n�1¹
k�1

pikik�1

� pi1i2 � pi2i3 � . . . � pin�1in

� 1.0 � pi2i3 � . . . � pin�1in

� P psi2 , si3q � . . . � P psin�1 , sinq.

si2 , ..., sin is the valid state sequence associated to the input sequence and, therefore,
P psi2 , si3q � . . . � P psin�1 , sinq is its probability.

Now we have that all information, needed to determine the time consumption and prob-
ability of an input sequence, is associated to the input symbols of AT . Therefore, we can
compute the total execution time of the original Markov model MM given the regular
expression of AT .

Time Consumption

Next, we use the reduction of the GNFA of AT to create a regular expression R (see
appendix A.3). It follows from the construction of AT that each input symbol in RT has
an associated probability and execution time. This leads us to the definition of Markov
expressions:

Definition 6.6 (Markov Expression). A Markov expression R is a regular expression
with an associated execution time given as random variable XR and probability pR.

Like the automaton AT , R implicitly accepts all valid state sequences of MM . The
execution time of the expression XR is the average execution time of all state sequences
implicitly accepted by R. The probability of the expression pR is the probability that
any of these state sequences is visited. Hence, the total probability of R must be 1.0,
since one sequence from the start to the final state must be taken. This assumption was
verified during our experiments. However, proof is still required at this point.

Next, we use the abstract syntax tree of the regular expression to determine the execution
time of the service. Therefore, let MMd be the service effect specification of service d
given as a Markov model and Rd the corresponding Markov expression. Each node of
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the abstract syntax tree of Rd represents either an input symbol or one of the operations:
concatenation, union, or Kleene star. For each node type the total time consumption
and probability is computed as follows.

Symbol The time consumption of a regular expression R � tij is given by the ran-
dom variable XR � Xj associated with the implicit state of symbol tij. Likewise, its
probability pR � pij is the probability of tij.

Concatenation / Sequence A concatenation R1R2 of two regular expressions describes
the sequential execution of external services and/or internal code. The time consumption
of the concatenation of two regular expressions is the sum of time consumptions for
both. Therefore, the random variable associated to a sequence is represented as a sum
of random variables assigned to the individual states. The density function results from
the convolution of the single density functions [37]:

fXseqptq � fX1ptq f fX2ptq.

The probability of the sequence is the product of the single expression probabilities:

pseq � p1p2.

This follows from the Markov property (see section 4.2).

Set Union / Alternative An alternative of two regular expressions R1 | R2 indicates
that either R1 is executed with the probability p1 or R2 is executed with the probability
p2. The total probability of two alternatives is the sum of its single probabilities, since
these are mutually exclusive [39, p.5]:

palt � p1 � p2.

The random variable associated to the expression R1 | R2 is the sum of both expressions
weighted with its probabilities. The corresponding probability density function has the
following form [37]:

fXalt
ptq � p1

palt

fX1ptq �
p2

palt

fX2ptq.

This definition differs from [37] regarding the weighting probabilities, since we require
a probability density function that is independent of ’surrounding’ probabilities. For
example, the weighting probability for fX1ptq must be the probability that R1 is chosen
under the precondition that either R1 or R2 are chosen. Therefore, let E1 be the event
that R1 is selected and Ealt be the event that the alternative R1 | R2 is selected. Then
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we have that:

P pE1 | Ealtq � P pE1Ealtq
P pEaltq

� P pE1q
P pEaltq

� p1

palt

.

p1

palt
(and p2

palt
analogously) is the probability that R1 is chosen supposing it is known that

either R1 or R2 is selected. In [37] it is implicitly assumed that palt � 1.0, since the
authors consider all outgoing transitions of a state in a Markov model. This assumption
cannot be made here, since we consider the abstract syntax tree of the expression. Each
node representing an alternative in the tree contains two sub expressions and, therefore,
does not describe the whole alternative in most cases.

Kleene Star / Loop The Kleene star of an inner regular expression Rin is given by
Rloop � R�in. A loop is either executed with pin or left with pout [37], where pout is the
probability of the subsequent expression. In most cases pout � 1� pin, but this does not
hold in general, since it is possible that there is more than one occurrence of Rin (or a
part of Rin) such that pout   1 � pin. The probability pout is not known at this stage.
Therefore, the resulting probability and random variable of Rloop are functions of pout.

For the total time consumption of a loop we have that:

Xloop �

$''''&''''%
0 with probability pout

0�Xin with probability poutpin

0�Xin �Xin with probability poutp
2
in

...

The probability ploop of the expression Rloop is given by the sum of each possible path
probability:

ploop �
8̧

k�0

poutp
k
in

� pout

8̧

k�0

pk
in

� pout
1

1� pin

.

Note: if pout � 1� pin, then pout

1�pin
� 1.
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The probability density function for Xloop is:

fXloop
ptq �

8̧

k�0

poutp
k
in

kæ
l�1

fXin
ptq

� pout

8̧

k�0

pk
in

kæ
l�1

fXin
ptq

Note: for k � 0 the corresponding addend is:

p0
in

0æ
l�1

fXin
ptq � δptq.

δptq is the Dirac delta function or unity impulse (see appendix C.6) which is the neutral
element of convolution, that is δptqffptq � fptq � fptqf δptq. Hence, it is equivalent to
a zero execution time. This is to be expected, since the loop is not executed for k � 0
and, therefore, does not consume any time. We can write:

fXloop
ptq � pout

�
δptq �

8̧

k�1

pk
in

kæ
l�1

fXin
ptq

�
.

For a continuous function fXin
ptq we use the Laplace Transform (see appendix C.2) to

determine the limit of: 8̧

k�0

pk
in

kæ
l�1

fXin
ptq.

Unfortunately, this approach cannot be generalised for continuous probability density
functions, since we do not make any assumptions regarding fXin

. Therefore, we give
an exemplary calculation for the exponential distribution: fXin

ptq � λe�λt. A general
approach for discrete probability density functions is developed after that.

Example 6.9 (Limit for the Exponential Distribution). Let fXptq � λe�λt be an expo-
nential distribution with rate 1{λ, where 0   λ   8. For an exponential distribution
the Laplace Transform is:

L tfXptqu �
» 8
0

e�stfXptqdt

� λ

s� λ
.
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The Laplace transform of the multiple self convolution of an exponential distribution is:

L
#

kæ
l�1

fXptq
+

�
k¹

l�1

L tfXptqu

�
�

λ

s� λ


k

.

Note: for k � 0 we have that
�

λ
s�λ

�k � 1. The inverse Laplace transform of 1 is δptq.
This corresponds to the definition of the multiple self convolution (see above).

For the limit of the Laplace transform of the series we have that:

L
# 8̧

k�0

pk
kæ

l�1

fXptq
+

�
8̧

k�0

pk
k¹

l�1

L tfXptqu

�
8̧

k�0

pk

�
λ

s� λ


k

� 1

1� p
�

λ
s�λ

�
� s� λ

s� λ� pλ

� s

s� pp� 1qλ �
λ

s� pp� 1qλ.

Applying the results on the original series yields:

8̧

k�0

pk
kæ

l�1

fXptq � L�1

"
s

s� pp� 1qλ �
λ

s� pp� 1qλ

*
� L�1

"
s

s� pp� 1qλ

*
� λL�1

"
1

s� pp� 1qλ

*
.

From the rules for the inverse Laplace transform we get:

L�1

"
1

s� λ

*
� eλt

and from the differentiation rules for the Laplace transform:

sL tgptqu � L tg1ptqu � gp0q.

The inverse Laplace transform of the equation above is:

L�1 tsL tgptquu � g1ptq � L�1 tgp0qu .
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So, for the second summand we have:

L�1

"
s

1

s� λ

*
� d

dt
peλtq � L�1

 
e0t

(
� λeλt � δptq.

For the complete series this yields:

8̧

k�0

pk
kæ

l�1

fXptq � L�1

"
s

s� pp� 1qλ �
λ

s� pp� 1qλ

*
� L�1

"
s

s� pp� 1qλ

*
� λL�1

"
1

s� pp� 1qλ

*
� pp� 1qλepp�1qλt � δptq � λepp�1qλt

� pe�p1�pqλt � δptq

So, for the density function of a loop we have that:

fXloop
ptq � pout

8̧

k�0

pk
in

kæ
l�1

fXin
ptq

� pout

�
pine

�p1�pinqλt � δptq� .

Example 6.9 illustrates how the limit of Rloop can be computed for continuous functions.

However, continuous distribution functions have some significant drawbacks. These
lack the compositionality and simplicity of expressions. Compositionality refers to fact
that the result of a parametric contract can be used as input for other parametric
contracts. Here, this means that the computed execution time of a service can be
used to determine the execution time of another service. Since the resulting probability
distribution functions become more and more complex the more compositional steps are
needed, it is unknown to which extend this approach can be applied. Furthermore, the
resulting probability density functions have a very complex representation and, therefore,
only a limited expressiveness.

Another reason for the usage of discrete instead of continuous probability density func-
tions is that the execution times of external services can be specified in terms of QML
[15]. For a more detailed discussion of the QML specification of execution time and the
transformation to discrete functions see [14].

The discrete equivalent of the Laplace transform is the z-transform [32, pp. 741]. Even
if there are some important differences between the discrete and continuous case [32,
p. 743], the most important properties remain: linearity and convolution property (see
appendix C.4). We use the discrete-time Fourier transform [32, pp. 358], a special case
of the z-transform, to calculate the limit for the probability density function of a loop.
To handle discrete function, we need to introduce the concept of sampling and point out
the effects on convolution first.
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Convention 6.7 (Sampling). For a time-continuous function fptq and a time-discrete
function xrns with xrns � fpαnq, we call α the sampling rate of xrns and write xαrns.

This is a rather simple concept of sampling, but it is sufficient for our purposes. For a
more detailed introduction to this topic, see [32, pp. 514] and [13, pp. 12].

It follows for the integral of fptq that» 8
�8

fptq dt �
8̧

n��8
αxαrns � α

8̧

n��8
xαrns

and

lim
αÑ0

α
8̧

n��8
xαrns �

» 8
�8

fptq dt.

This follows from the definition of the integral. Therefore, the convolution of two time-
discrete functions xαrns � fpαnq and yαrns � gpαnq with the same sampling rate α
is

fptq f gptq �
» 8
�8

fpτqgpt� τq dτ

� α
8̧

m��8
xαrmsyαpn�mq

� αpxαrns f yαrnsq
� xαrns fα yαrns.

We define fα as the convolution with respect to the sampling rate α. It follows for the
multiple self convolution with respect to α that

kæ
α,l�1

xαrns � xαrns fα xαrns...fα xαrnsloooooooooooooooomoooooooooooooooon
k�times

� αk�1
kæ

l�1

xαrns

for a discrete function xαrns with sampling rate α.

Before we compute the execution time of a loop for discrete probability functions, let us
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consider the Fourier transform of the multiple self convolution:

F
#

kæ
α,l�1

xαrns
+

� F
#

αk�1p
kæ

l�1

xαrnsq
+

� αk�1F
#

kæ
l�1

xαrns
+

� αk�1
k¹

l�1

F txαrnsu

� αk�1F txαrnsuk .

For k � 0 the multiple self convolution yields the constant function 1{α:

F
#

0æ
α,l�1

xαrns
+
� 1

α
.

The inverse Fourier transform of 1{α is:

F�1

"
1

α

*
� δαrns

where δαrns is the unity impulse [32, pp. 30] for the sampling rate α. This corresponds
to our former definition of the multiple self convolution:

0æ
α,l�1

xαrns � δαrns.

Next, we compute the limit of the series in equation 6.2. Therefore, let xαrns be a
discrete density function with sampling rate α. We assume that there is a number N
with 0   N   8 such that xαrns � 0 for all n ¥ N and n   0. Then the region of
convergence (ROC) is the entire z-plane (except possibly z � 0 and z � 8) [32, p. 749
Property 3] and the Fourier transform of xαrns exists, since the unit circle (|z| � 1) is
in the z-plane. Now we can compute the limit of

8̧

k�0

pk
kæ

α,l�1

xαrns (6.2)

as follows. First we determine the limit of the discrete Fourier transform of equation
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(6.2):

F
# 8̧

k�0

pk
kæ

α,l�1

xαrns
+

� F
#

δαrns �
8̧

k�1

pk
kæ

α,l�1

xαrns
+

� F tδαrnsu �
8̧

k�1

pkF
#

kæ
α,l�1

xαrns
+

� 1

α
�

8̧

k�1

pkαk�1F txαrnsuk

� 1

α
� pF txαrnsu

8̧

k�1

pk�1αk�1F txαrnsuk�1

� 1

α
� pF txαrnsu

8̧

k�0

pkαkF txαrnsuk

� 1

α
� pF txαrnsu

8̧

k�0

ppαF txαrnsuqk

� 1

α
� pF txαrnsu 1

1� pαF txαrnsu
� 1

α
� pF txαrnsqu

1� pαF txαrnsu

Therefore, the limit of equation 6.2 is:

8̧

k�0

pk
kæ

α,l�1

xαrns � F�1

"
1

α
� pF txαrnsqu

1� pαF txαrnsu

*
(6.3)

Since we make no assumptions regarding xαrns, there are no further simplifications
possible. However, the inverse discrete Fourier transform can be efficiently computed
using a fast fourier algorithm [13, pp. 237]. The complexity of the algorithm will be
discussed later on.

Next, we analyse convergence criterion of the function above. During the computation
of the limit of the sum in equation 6.2, we used the convergence of the geometric series:

8̧

k�0

ppαF txαrnsuqk � 1

1� pαF txαrnsu

which is only valid for:
|pαF txαrnsu |   1.

We can assume that p and α are greater than zero. If p, the probability of executing
the loop, is zero, the loop is never executed and the computation can be omitted. The
sampling rate α cannot be less or equal to zero. So, only the absolute value of the
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Fourier transform has to be computed and we have that:

pα|F txαrnsu |   1.

The values of the discrete Fourier transform F txαrnsu are:

fj �
N�1̧

n�0

xαrnse�
2πj
N

ni j � 0, . . . , N � 1

where i is the imaginary unit. Inserting this formula into the equation above yields:

pα|
N�1̧

n�0

xαrnse�
2πj
N

ni|   1 j � 0, . . . , N � 1.

xαrns is a probability density function with xαrns ¥ 0 for all n ¥ 0. So, only the absolute
value of the exponential distribution needs to be computed:

pα
N�1̧

n�0

xαrns|e�
2πj
N

ni|   1 j � 0, . . . , N � 1. (6.4)

All complex variables z can be expressed in polar form:

z � reωi,

with r as the magnitude of z and ω as the angle of z [32, p. 742]. If r is one, we have
that z � eωi lies on the unit circle of the complex plain and, therefore:

|eωi| � 1

for any angle ω. For equation 6.4 we have that ω � �2πj
N

n and |e� 2πj
N

ni| � 1 for all
n, j � 0, . . . , N � 1. This yields :

pα
N�1̧

n�0

xαrns   1

for every value j � 0, . . . , N � 1.

xαrns is a probability density function, whose integral from zero to infinity must be one.
As discussed above the integral of a discrete function with sampling rate alpha is:

α
8̧

n�0

xαrns.
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Here, xαrns is zero for all values greater or equal than N . So, we have that:

α
N�1̧

n�0

xαrns � 1.

Inserting this result into the equation above we get:

p   1.

The limit of the execution time of a loop exists, if and only if the probability of reentering
the loop is smaller than one. This corresponds to the intuitive expectation. If the
probability is one, the loop would never be left and, therefore, the execution time of the
loop must be unlimited.
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Remarks

Remark 6.1 (The Integral of the Limit). The resulting function is not a probability
density function. The integral of the limit for an arbitrary density function fXptq is:» 8

�8

8̧

k�0

pk
kæ

l�1

fXptq dt �
8̧

k�0

pk

» 8
�8

kæ
l�1

fXptq dt

�
8̧

k�0

pk
k¹

l�1

» 8
�8

fXptq dt

�
8̧

k�0

pk
k¹

l�1

1

�
8̧

k�0

pk

� 1

1� p
.

This calculation uses the fact that the integral of the convolution of two functions is the
product of their integrals (see appendix C.1). However, if we regard equation 6.2 as the
time consumption of a loop, we need to consider the equation in its embedding context,
that is:

p1� pqgXptq f
8̧

k�0

pk
kæ

l�1

fXptq

where gXptq is the density function of the loop’s context and p1 � pq is the probability
of leaving the loop. So, for the total integral we get:» 8

�8
p1� pqgXptq f

8̧

k�0

pk
kæ

l�1

fXptq dt �
» 8
�8

gXptq dtp1� pq
» 8
�8

8̧

k�0

pk
kæ

l�1

fXptq dt

� 1p1� pq 1

1� p
� 1.

Hence, the resulting function of the embedded loop is a density function.

Remark 6.2 (Re-Reference to Markov Models). The considered regular expression has
been created on the basis of a Markov model. Next, we will show that there is still a
close connection to Markov models.

The Kleene star of a regular expression Rloop � R�in can be transformed to a simple
Markov model MMloop as shown in figure 6.8. Here, p � pin is the probability of
executing the loop and q � pout is the probability of leaving the loop.
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Figure 6.8.: Markov Model of a Loop.

The corresponding transition matrix P is:

P �
�

pin pout

0 0



and the potential matrix R of P is:

R � pI � P q�1 �
�

1
1�pin

pout

1�pout

0 1



.

As shown above pout

1�pin
is the probability of the expression Rloop. Furthermore, Rp1, 1q �

1
1�pin

is the expected number of visits to state State1. The expected number of loop
executions and visits to state State1 depend on each other. State1 must be visited one
time more than the loop, since State1 is always visited once before entering the loop.
This difference must be noticeable in their expected values.

The expected number of loop executions is the limit of the series:

ErXloops �
8̧

k�0

kpoutp
k
in

� pout

8̧

k�0

kpk
in

� pout
pin

p1� pinq2

for pout � p1� pinq we have that

ErXloops � p1� pinq pin

p1� pinq2
� pin

1� pin

� 1� p1� pinq
1� pin

� 1

1� pin

� 1
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If we compare this result to the expected number of visits to state State1, we see that
State1 is visited one time more than the connected loop, as expected.

Computational Complexity

Despite the advantages of discrete functions, the computational complexity might be-
come an issue for functions with a large number of sampling points. The number of
sampling points increases with the size of its domain and the accuracy of the sampling.
Since the computations used above (convolution, Fourier transform, addition and mul-
tiplication of discrete function) have to be applied on each of those sampling points the
computational complexity and, therefore, the execution time of the algorithm depends
directly on this number.

Let N be the number of sampling points of the two discrete functions xαrns and yαrns.
The computational complexity of the fast Fourier algorithm for the computation of the
discrete Fourier transform and its inverse is OpN logpNqq [13, pp. 272]. The Fourier
transform of xαrns is a complex discrete function with N values (see appendix C.5). The
complexity of a multiplication/devision and an addition/substraction of two functions
or of a function and a scalar is OpNq since the operation has to be applied on every
sampling point to compute the result. The convolution of two functions becomes a
multiplication of their Fourier transformed. Hence, the convolution is not required for
the computation of the service time consumption. Given the complexity of all required
operations we can determine the total complexity of the algorithm. We do this with
respect to the Markov expression of the service.

For the application of the algorithm, the discrete Fourier transform is computed for the
probability density function of each symbol. All further computations are performed on
the Fourier transformed. Finally, the inverse Fourier transform is applied on the result.

Let T be the number of different symbols in the Markov expression. Then, pT � 1q
is the total number of required Fourier transforms. Therefore, the complexity of the
computation for all symbols and the result is OppT � 1qN logpNqq. Next, we discuss the
complexity of the operations sequence, alternative and loop.

Concatenation/Sequence The operation sequence requires a single convolution of two
discrete functions. The convolution becomes a multiplication of the discrete Fourier
transform of these functions. Therefore, the complexity of this operation is OpNq.

Set Union/Alternative Because of the linearity of the Fourier transform the compu-
tations of the operation alternative are the same for the time and frequency space. It
requires a scalar multiplication of each function and the addition of both results. This
yields a total complexity of Op3Nq.

Kleene Star/Loop The Fourier transforms that are required for the computation of
the time consumption of a loop are omitted here, since all computations are performed
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in the frequency space. Hence, the computation of the execution time of a loop requires
only two additions/subtractions, and three multiplications/divisions. This yields a total
complexity of Op5Nq.
Let S, A, and L be the number of sequence, alternative, and loop operations of the
Markov expression. Then, the total complexity of the algorithm is:

OppT � 1qN logpNq � SN � 3AN � 5LNq.

The values T, S, A, and L depend on the structure Markov expression. All these numbers
can be assumed to be much smaller than the number of sampling points of the function:

T, S, A, L ! N.

Therefore, the computational complexity of the algorithm is in the linearithmic com-
plexity class OpN logpNqq.
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6.5. Resource Usage

Until now, we can assess the time consumption of a service given the execution times
of its internal code and the called external services. However, not every resource is
used during the whole execution of the service. It might happen, that a resource is
only required in the beginning or even not at all. Therefore, we need to determine the
last time the service accesses a resource to make a more precise and less pessimistic
reliability prediction. As above, we give a prediction model for both: the expected value
and probability density function of the execution times.

Expected Value

In this section we develop an approach for the prediction of the expected period a
resource is required. First, we consider the strongly simplified case that each state is
associated with a single, unique resource which is always used during the visit of the
state. This approach gives a general idea how to deal with the usage of resources.
Next, we consider resources which are associated with several states. This approach
is somewhat more complex and requires the consideration of each resource separately.
Finally, we extend the approach towards compositionality. This yields a computational
model strong enough to handle complex system architectures.

One Resource – One State

The very specific approach developed here gives a general impression how the time a
resource is required can be computed. Therefore, we consider the service effect specifi-
cation of a service d which is given as a Markov model MMd. Each state sj of MMd

is associated with a single resource rj which is assumed to be unique. Furthermore,
each state has an expected execution time ErXjs and uses its resource during the whole
execution.

The time the resource rj is required is equivalent to the time consumption of the service
up to the last visit to state sj. Consider an arbitrary path from the start to the final
state:

s0si1 . . . sj . . . siksik�1
. . . sj . . . sf .

As mentioned above, the expected execution time for each state is known. So, given the
number of visits to each state prior to the last visit of sj we can compute the total time
consumption up to the last visit of sj. This is done similar to the computation of the
expected time consumption of a service (see section 6.4). Assume we can compute the
expected number of visits to each state si prior to the last visit of sj. Let V pi, jq be this
number. Then the total time consumption up to the last visit of sj is:

ErXrj
s �

şiPS
V pi, jq � ErXis. (6.5)
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In this case, the last visit to sj is equivalent to the last usage of its associated resource
rj. Hence, ErXrj

s is the time the resource rj is required.

Next, we need to determine the values V pi, jq. Therefore, let aj be the prefix of the path
up to the last visit of sj. It follows from the definition of the prefix that all visits to sj

must be included in aj. Hence, we have that:

V pj, jq � Rp1, jq

where R is the potential matrix of the Markov model MMd. The entry Rp1, jq is the
expected number of visits to state sj on an arbitrary path from the start to the final
state. As above, this value is an expectation and, therefore, has to be neither an actual
possible number of state visits nor the most likely number of visits to sj.

For each other state si we determine the fraction of the expected number of visits Rp1, iq
which is contained in the prefix aj. We use the matrix F for this purpose (see remark
4.1). Each entry F pi, jq denotes the probability to visit state sj starting in si on a path
of an arbitrary length. So, the expected number of visits to state si up to the last visit
to sj is:

V pi, jq � Rp1, iq � F pi, jq
for all states si with i � j. The product Rp1, iq�F pi, jq yields the fraction of the expected
number of visits to state si which occur before state sj is visited. Note that, if state sj

must be visited after a state si, the probability F pi, jq is one and, therefore, all visits to
state si are prior to the last visit of state sj.

Figure 6.9.: Usage Profile of the Webserver.

Example 6.10 (Each State Uses a Unique Resource). Figure 6.9 shows the usage profile
of the webserver of example 6.1. There, the use case Login is the only one requiring
access to the database server. All other requests are handled by the webserver itself.
Now we determine the period the database server is required. Therefore, we have to
compute the matrix F whose entries F pi, jq are:

F pi, jq �
#

1� 1{Rpi, iq , if i � j

Rpi, jq{Rpj, jq , otherwise

where R is the potential matrix of the usage profile given in example 6.5. The formula
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above applied on R yields:

F �

��������
0 1 1 59

60
1 1

0 0 1 59
60

1 1
0 0 59

60
59
60

1 1
0 0 1 59

60
1 1

0 0 0 0 0 1
0 0 0 0 0 0

�������.

The second column of the matrix is associated with State E1 which represents the use
case Login. It contains the probabilities of going from any state in MMd to State E1.
Note that the value is one in the first row only and all other entries are zero. The usage
profile in figure 6.9 suggests this, since State1, associated with the first row of F , is the
only state from which to reach State E1.

State Number of
Visits

Probability to
visit State E1

Expected Time
Consumption

Visits * Time

1 State 1 1 1 0 min 0 min
2 State E1 1 0 1 min 1 min
3 State 2 60 0 10 sec 0 min
4 State E2 59 0 1 min 0 min
5 State E3 1 0 30 sec 0 min
6 Final State 1 0 0 min 0 min

Total 1 min

Table 6.3.: Usage Period of the Database Server for Login.

Table 6.3 shows all values required for the computation of usage period of the database
server. All visits to State E1 must be considered for the computation of the total usage
time. Thus, the total execution time of State E1 is the expected number of visits
multiplied by its execution time, that is: 1 � 1 min� 1 min. For all other states si we
have to consider the probability of visiting State E1 after si. This is zero for all states
except State1. For State1 the expected execution time is zero. Hence, we have that
the database server is only required for one minute.

We get an entirely different result, if the usage of the database server is shifted from
State E1 to State E3 which represents the use case Logout. State E3 is the last state
visited before going to the final state. Since the final state does not consume time, we
expect the usage period of the database server to be equal to the total time consumption.
The probabilities of visiting State E3 after a state si are given by the fifth column of
the matrix F . Note that the entries are one for all states except State E3 and the final
state. This follows from the fact that State E3 must be visited on a path to the final
state.

Table 6.4 shows the computation of the usage period assuming that only Logout requires
access to the database. Note that we have to consider all visits to State E3 even if the
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State Number of
Visits

Probability to
visit State E3

Expected Time
Consumption

Visits * Time

1 State 1 1 1 0 min 0 min
2 State E1 1 1 1 min 1 min
3 State 2 60 1 10 sec 10 min
4 State E2 59 1 1 min 59 min
5 State E3 1 0 30 sec 0.5 min
6 Final State 1 0 0 min 0 min°

70.5 min

Table 6.4.: Usage Period of the Database Server for Logout.

probability to re-visit State E3 is zero. As expected, the computation yields exactly
the total time consumption of the service (see table 6.2).

One resource – Many States

Next, we consider the case that several states are associated with the same resource r.
As above, we determine the expected number of visits to each state up to the last usage
of r. Therefore, we have to compute the probability of visiting any state associated with
r starting in an arbitrary state si. Then we apply a formula similar to the one given in
equation 6.5 to compute the expected period the resource r is required.

Let Sr be the set of states associated with resource r and sj and sk two different states
in Sr. Unfortunately, the probability of visiting sj or sk starting in an arbitrary state
si cannot be computed using the probabilities F pi, jq and F pi, kq. The entry F pi, jq of
matrix F denotes the probability of visiting state sj on an arbitrary path starting in
state si (F pi, kq analogously). Both probabilities contain a certain intersection, because
the considered paths are arbitrary. The probability F pi, jq includes paths over state sk

as well as F pi, kq includes paths over state sj. So far, the amount of the intersection
cannot be determined and, therefore, F pi, jq and F pi, kq cannot be combined to a single
probability of visiting sj or state sk starting in si.

However, we can compute the probability of reaching some state sj in Sr from an ar-
bitrary state si. Therefore, let MMd be the service effect specification of a service d
given as a Markov model and Sr the set of states associated with resource r. MMd

is transformed in a new Markov model MMr,d whose states sj in Sr are final states.
Therefore, all outgoing transitions are removed from each state in Sr. This causes the
Markov model MMr,d to stop during its execution whenever the resource r is used. The
transition matrix Pr of MMr,d contains a row of zeros for every state in Sr. All final
states of the potential matrix Rr form a probability distribution. The sum of the number
of visits to all final states must be one, since the process must reach exactly one final
state. The value Rrpi, jq for a state sj in Sr is the probability to visit sj starting in
si. Furthermore, the values Rrpi, nq are the probabilities of going from state si to the
final state sn without using resource r. The probability wrpiq of using resource r after
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or while visiting state si is given by the sum:

wrpiq �
¸

sjPSr

Rrpi, jq.

Since the final states form a probability distribution, we have that:

wrpiq � 1�Rrpi, nq.

Then, the expected number of visits to state si before the last usage of resource r is:

vrpiq �
#

Rp1, iq if si in Sr,

Rp1, iq � wrpiq otherwise.

Furthermore, the expected time a resource is required is:

ErXrs �
şiPS

vrpiq � ErXis. (6.6)

This is similar to equation 6.5. Note: unlike the first approach, here the separate
computation of the matrix Rr is required for each resource. This might cause some
computational overhead.

Example 6.11 (Resource Used by Two States). Example 6.10 illustrates how the resource
usage by a single state influences the usage period. Next, the influence of the resource
usage by several states is discussed. Therefore, we assume that not only the use case
Login requires the database, but also Request Restricted Page.

Figure 6.10.: Usage Profile with State E1 and State E2 as Final States.

State E1 represents the use case Login and State E2 the use case Request Restricted

Page. Both states must be transformed into final states to compute the usage period of
the database. Figure 6.10 shows the usage profile with both states highlighted and their
outgoing transitions removed. One can see that there is no path from the start to the
final state which does not require access to the database.

The Markov model in figure 6.10 yields a transition matrix whose rows associated with

74



State E1 and State E2 contain only zeros:

Pr �

��������
0 1.0 0 0 0 0
0 0 0 0 0 0
0 0 0 59

60
1
60

0
0 0 0 0 0 0
0 0 0 0 0 1.0
0 0 0 0 0 0

�������.

The potential matrix of Pr is:

Rr �

��������
1 1 0 0 0 0
0 1 0 0 0 0
0 0 1 59

60
1
60

1
60

0 0 0 1 0 0
0 0 0 0 1 1
0 0 0 0 0 1

�������.

The first row of Rr contains the expected number of visits to each state on a path from
the start to the final state. Only its first two entries are one, for all subsequent states
the expected number of visits is zero. This clarifies the fact that the execution always
stops after visiting State1 and State E1 and no other states is reached from there. The
last column of Rr contains the probabilities of reaching the final state from a state si

without using the database. Note that the final state cannot be reached without using
the database.

State 1�Rrpi, nq Number
of Visits

Expected Time
Consumption

Visits * Time

1 State 1 1 - 0 = 1 1 0 min 0 min
2 State E1 1 - 0 = 1 1 1 min 1 min
3 State 2 1 - 1

60
= 59

60
60 10 sec 9 min 50 sec

4 State E2 1 - 0 = 1 59 1 min 59 min
5 State E3 1 - 1 = 0 1 30 sec 0 min
6 Final State 1 - 1 = 0 1 0 min 0 min°

69 min 50 sec

Table 6.5.: Usage Period of the Database Server for Logout and Request Restricted

Page.

Table 6.5 illustrates the computation of the usage period of the database. If we compare
this result to the total time consumption of the service, which is 70 minutes and 30
seconds (see table 6.2), we see that the resource is not used during the last 40 seconds
of the service execution. This is exactly the time consumption of State 2 (10 seconds)
and State E3 (30 seconds). This is to be expected, since both states must be visited
once on a path from State E1 as well as State E2 to the final state.
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Composition

Next, the approach is extended towards compositionality. Until now, the resources
associated with a state are always used during the whole execution of the state. In
general, this is not true. Most likely, the external states are given as service effect
specifications as well and require the resources only for a part of their execution.

Figure 6.11.: Part of a Compositional Service Effect Specification.

Example 6.12 (Compositional Service Effect Specification). Figure 6.11 shows a part
of a compositional service effect specification. The service effect specification of the
superior service d is given as the Markov model MMd. The behaviour of the external
State D of MMd is specified by the Markov model MMD drawn inside State D. We
assume that only State C uses resource r. Then, r is only used during the execution
of State D, if the process visits State C. There is a certain probability that State C

is never visited during the execution of State D and, therefore, the resource r is never
used. Hence, a probability urpiq of using resource r during the execution of state si is
required. Furthermore, r is not required during the whole execution of State D. If the
process is in State2, it might go to the final state and terminate. Then the last usage
of r was at least before the visits to State A and State2. Thus, an additional time
variable Xr,i is required. It contains the expected time for the usage of resource r in
state si.

As above, we want to compute the expected number of visits to each state up to the
last usage of the resource r. Here, we cannot transform every state associated to r into
a final state, since there is a certain probability that the resource is not used during the
visit to the state. So, the execution must not stop during every visit to the state. To
deal with this, we need to analyse the usage probabilities of r first.

Example 6.12 showed the need for a usage probability urpiq of r in state si. However,
this is still not sufficient for the compositional approach, since the state si is embedded
in a larger context which allows the usage of r after leaving si (this includes re-visits to
si). Therefore, let qrpiq denote the probability of using resource r after leaving state si.
Figure 6.12 shows the relationship between the probabilities urpiq and qrpiq. Both can
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Figure 6.12.: Meaning of the Probabilities urpiq and qrpiq.

be combined to a probability wrpiq of using r on the path from the start state in si to
the final state of the superior Markov model. This is the probability of using r in si or
after leaving si. Hence, we have the OR-catenation of urpiq and qrpiq:

wrpiq � 1� p1� urpiqqp1� qrpiqq. (6.7)

As above, we want the execution to stop as soon as r is used so that the final state
of MMd is reached, if and only if the resource is not required. Therefore, we have to
integrate the probabilities of using r into the Markov model.

The probability of a path from the start to the final state in a Markov model is the
product of all transition probabilities. This corresponds to the AND-catenation of inde-
pendent events in probability theory. Since the probabilities urpiq and qrpiq are combined
with an OR-catenation, we cannot include them directly in a Markov model. As you
can see in equation 6.7 the probability of the OR-catenation is similar to the negative
probability of the AND-catenation of the negative probabilities of urpiq and qrpiq. This
allows us to use the negative probabilities in the Markov model. We set:

urpiq � 1� urpiq

and
qrpiq � 1� qrpiq.

The product of the probabilities urpiq and qrpiq yields:

wrpiq � urpiq � qrpiq

where wrpiq � 1� wrpiq.
In the model introduced above, each state associated with a resource r is transformed
into a final state causing the execution to stop, if the state is reached. This is adequate
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for the model above, since it was assumed that the resource is always used, if the state
is visited. This does not apply for the compositional approach. Here, the resource r is
only used with the probability urpiq, if the state si is visited.

However, we can modify the approach to deal with the probability of using a resource.
As above, we want the execution to stop, if and only if the resource is used. This cannot
be achieved by the removal of all outgoing transitions of states using r, since there is
a certain probability that the resource is not required. Therefore, the execution must
continue with probability urpiq and terminate with probability urpiq. To achieve this,
the internal service effect specification of a state si can be simplified to a single transition
between the start and the final state with the probability urpiq. Figure 6.13 shows the
simplified Markov model.

Figure 6.13.: Simplified Service Effect Specification.

Now we have that the process stops in the internal start state of state si, if the resource
r is used and continues otherwise. Let MMr,d be the composed Markov model using the
simplified service effect specifications. Then the entries Rrpi, nq of the potential matrix
of MMr,d are the probabilities of going to the final state without using resource r. The
entry associated with the internal start state of si corresponds to the probability wrpiq,
since the final state can only be reached if the internal transition of si is taken and the
resource is not used after leaving si. Furthermore, the entry associated with the internal
final state corresponds to the probability qrpiq, since the superior final state can only be
reached if the resource is not used after leaving si.

The insertion of the simplified version of si into the superior Markov model yields a
multiplication of every path through si by the factor urpiq. Therefore, we can merge urpiq
into the superior service effect specification without the insertion of an additional state
and transition. This can be achieved by multiplying either every ingoing or outgoing
transition of si by urpiq. If we scale the outgoing transitions, urpiq is considered after
visiting si. Then the entries Rrpi, nq of the potential matrix contain the probabilities
wrpiq of not using r on a path from the internal start state of si to the final state of the
superior Markov model. Otherwise, if we use urpiq to scale the ingoing transitions of si,
the multiplication by urpiq is applied before visiting si. Then Rrpi, nq corresponds to
the probability qrpiq. To clarify the meaning of the scaling of the ingoing and outgoing
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transitions of state si consider figure 6.13. If we multiply the ingoing transitions of si

we implicity consider its internal final state. On the other hand, if we scale the outgoing
transitions, we consider the internal start state.

For the computation below the probability of using r after visiting a state si is required.
So, the ingoing transitions of state si are scaled. Then Rrpi, nq contains the probability
qrpiq for every si.

Given the probabilities urpiq and qrpiq, the time consumption Xi, and the usage period
Xr,i of resource r for each state si of the Markov model MMd, we can compute Xr,d, the
expected time the resource r is used during the execution of service d:

ErXr,ds �
şiPS

Rdp1, iqpqrpiqErXis � qrpiqErXr,isq. (6.8)

The expected number of visits to each state si is separated by qrpiq and qrpiq into the
visits that occur before the last usage of r and the visits that occur afterwards. If r is
used after visiting si, the whole time consumption of si has to be added to the usage
period of the resource. Otherwise, the resource is not used after the visit to si and Xr,i,
the time r is used in si, is added.

Remark 6.3. Equation 6.8 reduces to equation 6.6, if r is always used during the whole
execution of the states in Sr. For the states sj in Sr we have that:

ErXr,ds �
şjPS

Rdp1, jqpqrpjqErXjs � qrpjqErXr,jsq

�
şjPS

Rdp1, jqpqrpjqErXjs � qrpjqErXjsq

�
şjPS

Rdp1, jqErXjs

and for the states si not in Sr:

ErXr,ds �
şiPS

Rdp1, iqpqrpiqErXis � qrpiqErXr,isq

�
şiPS

Rdp1, iqpqrpiqErXis � qrpiq � 0q

�
şiPS

Rdp1, iqqrpiqErXis

�
şiPS

Rdp1, iqp1�Rr,dp1, iqqErXis.

Since r is not used in state si, we have that qrpiq � wrpiq. Therefore, we can treat the
matrix Rr,d similar in both approaches, even if they are constructed differently. Together
both equations correspond to equation 6.6.
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Example 6.13 (Resource Usage for Compositional Service Effect Specifications). The
figures 6.14, 6.15, and 6.16 show the service effect specifications of the services D, E, and
F given as Markov models MMD, MME, and MMF . Service F calls the services D and
E, which correspond to State D and State E in the service effect specification of F. The
services D and E call the external service C which corresponds to State C. It is assumed
that the resource r is used only in C during its whole execution. For sake of simplicity,
the time consumption of each state, except State D, State E, and the final states, is
set to one second.

Next, we compute the time consumption of the services D and E, and their usage period
and probability for the resource r. We use these values to determine the execution time,
usage period, and probability for service F. Finally, we create the compositional service
effect specification for F, compute the same values using equation 6.6, and compare both
results.

Figure 6.14.: Service Effect Specification of Service D.

The probability of not using r in State C is zero, since r is always used, if State C

is visited. Therefore, the probabilities of all ingoing transitions of State C must be
multiplied by zero. For the transition matrix of a Markov model, we have that the row
associated with a state contains the probabilities of the outgoing transitions and the
corresponding column contains the probabilities of the ingoing transitions. We want to
scale every ingoing transition of State C by zero. So, we multiply each entry in the
second column which is associated with State C by zero:

Pr,D �

��������
0 0�0.3 0.7 0 0 0
1 0 0 0 0 0
0 0 0 0 1 0
1 0 0 0 0 0
0 0 0 0.5 0 0.5
0 0 0 0 0 0

�������
This is equivalent to the removal of all ingoing transitions of State C. For the potential
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matrix Rr,D we have:

Rr,D �

��������
1.538 0 1.077 0.538 1.077 0.538
1.538 1 1.077 0.538 1.077 0.538
0.769 0 1.538 0.769 1.538 0.769
1.538 0 1.077 1.538 1.077 0.538
0.769 0 0.538 0.769 1.538 0.769

0 0 0 0 0 1

�������
The last column of the matrix contains the probabilities qrpiq of not using r after leaving
state si. The probability of using resource r in service D is the probability of using r in
State1, the start state of MMD, or on the path from the start to the final state. The
resource r is never used in State1. So, urpState1q is one. For the computation of ur,D

we have that:

ur,D � 1� pRr,Dp1, 6q � urpState1qq
� 1�Rr,Dp1, 6q
� 1� 0.538

� 0.462.

For the computation of the usage period of the resource r, the expected number of visits
to each state is required. Hence, the potential matrix of the unmodified transition matrix
has to be computed:

RD �

��������
2.857 0.857 2 1 2 1
2.857 1.857 2 1 2 1
1.429 0.429 2 1 2 1
2.857 0.857 2 2 2 1
1.429 0.429 1 1 2 1

0 0 0 0 0 1

�������
The first row contains the expected number of visits to each state in MMD. The com-
putation of the expected usage period for the resource r is shown in table 6.6.

State RDp1, iq pqrpiq ErXis + qrpiq ErXr,isq Result
1 State1 2.857 0.462 1 sec 0.538 0 sec 1.3199 sec
2 State C 0.857 0.462 1 sec 0.538 1 sec 0.857 sec
3 State A 2 0.231 1 sec 0.769 0 sec 0.462 sec
4 State B 1 0.462 1 sec 0.538 0 sec 0.462 sec
5 State2 2 0.231 1 sec 0.769 0 sec 0.462 sec
6 Final State 1 0 0 sec 1 0 sec 0 sec°

3.563 sec

Table 6.6.: Computation of the Usage Period of r in service D.
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The execution time of each state except the final state is one second. We assume that the
final state does not consume time. Furthermore, State C is the only state using resource
r. The usage period is one second, since the resource is used during the whole execution
of State C. For all other states the usage period is zero. The computation shows that
the expected number of visits is split by the probability qrpiq. If r is used after visiting
state si the whole time consumption of si is added. Otherwise, if the resource is not
used after visiting state si, the internal usage period of r in si is added. Note that we
are dealing with probabilities and expected values. These do not have to represent an
actual possible segmentation of a path. In fact, table 6.6 contains mostly ’impossible’
values. Nevertheless, the values in 6.6 are a good approximation of the average usage
period of resource r.

Now we have the expected period r is required in service D:

ErXr,Ds � 3.563 sec.

The expected time consumption of service D is computed using the approach described
in section 6.4 which yields:

ErXDs � 8.714 sec.

Note: Since the execution time of each state except the final state is one second, the
time consumption is the sum of the expected number of visits to each state excluding
the final state.

Figure 6.15.: Service Effect Specification of Service E.

For service E, the expected time consumption, usage period, and usage probability of
resource r are computed the same way as for service D. The computation of these values
is omitted here and only the results are given. The probability of using r in service E is:

ur,E � 0.6,

the usage period of r is:
ErXr,Es � 9 sec,

and the expected time consumption of E is:

ErXEs � 14 sec.
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Figure 6.16.: Service Effect Specification of Service F.

Service F calls the services D and E. Therefore, the values determined above are required
for the computation of its expected time consumption, usage period, and usage proba-
bility of resource r. The probability of not using resource r is 0.538 for service D and 0.4
for service E. So, each value in the columns three and five associated with State D has
to be multiplied by 0.538 and each value in column two associated with State E has to
be multiplied by 0.4. This yields the transition matrix:

Pr,F �

��������
0 0.4�0.4 0.538�0.6 0 0 0
1 0 0 0 0 0
0 0 0 1 0 0
0 0 0 0 0.538�0.5 0.5
0 0 0 1 0 0
0 0 0 0 0 0

�������.

For the corresponding potential matrix we have that:

Rr,F �

��������
1.19 0.19 0.385 0.526 0.142 0.263
1.19 1.19 0.385 0.526 0.142 0.263
0 0 1 1.368 0.368 0.684
0 0 0 1.368 0.368 0.684
0 0 0 1.368 1.368 0.684
0 0 0 0 0 1

�������
The resource r is never used in State1. Therefore, we have for the probability of using
r in F that:

ur,F � 1�Rr,F p1, 6q � 0.737.

The computation of the expected usage period of r requires the expected number of
visits to each state. Hence, the potential matrix of the original transition matrix has to
be determined:

Rd �

��������
1.667 0.667 1 2 1 1
1.667 1.667 1 2 1 1

0 0 1 2 1 1
0 0 0 2 1 1
0 0 0 2 2 1
0 0 0 0 0 1

�������.
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As above, the first row contains the expected number of visits to each state.

State RF p1, iq pqrpiq ErXis + qrpiq ErXr,isq Result
1 State1 1.667 0.737 1 sec 0.263 0 sec 1.229 sec
2 State E 0.667 0.737 14 sec 0.263 9 sec 8.461 sec
3 State D 1 0.316 8.714 sec 0.684 3.563 sec 5.190 sec
4 State2 2 0.316 1 sec 0.684 0 sec 0.632 sec
5 State D 1 0.316 8.714 sec 0.684 3.563 sec 5.190 sec
6 Final State 1 0 0 sec 1 0 sec 0 sec°

20.702 sec

Table 6.7.: Computation of the Total Time a Resource is required.

Table 6.7 shows the computation of the expected usage period of resource r in service F.
The main difference to table 6.6 is that usage period of a resource differs from the time
consumption of the services D and E.

The time consumption of service F is computed as above:

ErXF s � 30.429 sec.

Figure 6.17 shows the compositional state space of the service effect specification of
service F. Here only State C requires resource r and it is used during the whole execution
of the state. So, the compositional service effect specification fulfills the requirements of
our former, simpler approach for the computation of the usage period of r. If we apply
equation 6.6 onto the compositional service effect specification of F, we get the following
results.

The usage probability of r in compositional service effect specification is:

ur,Comp � 0.737,

the usage period of r is:
ErXr,Comps � 20.692 sec,

and the total execution time is:

ErXComps � 30.429 sec.

Note that deviation of the usage period computed in table 6.7 from value computed for
the compositional service effect specification is the result of a certain amount of rounding
error made in the computation in table 6.7. The error is caused by the truncation of the
values after three decimal places. However, the computation with the full floating point
precision yields the same result as for the compositional service effect specification.
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Figure 6.17.: Compositional Service Effect Specification.
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Probability Density Function

The computation of the usage period of a resource with probability density functions is
based on the concepts introduced in section 6.4. As described there, the Markov model
which specifies the behaviour of a service and/or user is transformed into a Markov
expression (see definition 6.6). Here the abstract syntax tree of the expression is used to
compute the usage period of a resource. Therefore, the Markov expression is enriched
with a usage probability and usage period of a resource. In addition the computational
model is extended for each of the operations concatenation, set union, and Kleene star
to combine the usage probability and period of the sub expressions.

In section 6.5 the need for a usage probability and usage period is discussed. The same
argumentation applies for probability density functions. Therefore, we introduce the
probability density function fY ptq describing a usage period of a resource r and the
probability ur of using r during the execution of the Markov expression. The develop-
ment of the approach for the computation of the expected value gives a good impression
how to deal with the usage of resources. Most concepts developed there apply here as
well, even if the computation is performed differently.

Each state si of the Markov model is associated with an execution time Xi, a usage
period Yi of the resource r, and a usage probability ui of r as for the computation of
the expected usage period. The random variables Xi and Yi are given as the probability
density functions fXi

ptq and fYi
ptq. The automaton AT is constructed as described in

section 6.4. Here, each symbol tij in the input alphabet of AT is additionally associated
with the usage period Yj and usage probability uj of the implicit state sj of tij.

Symbol Additionally, the regular expression R is associated with the usage probability
uR of the resource r and the random variable YR describing its usage period. For R � tij,
both are given by the implicit state sj, that is uR � uj and YR � Yj.

Concatenation / Sequence The concatenation of two regular expression Rseq � R1R2

describes the sequential usage of a resource r. The resource r can be used in R1 or R2.
Therefore, the usage probability of Rseq is the OR-catenation of both usage probabilities:

useq � 1� p1� ur,1qp1� ur,2q.

If r is used in R2 we have to add the execution time of R1 and the usage period of r in
R2. If r is only used in R1 we have to add the usage period of r in R1. So, we have that:

Yseq � u2pX1 � Y2q � u2Y1

where ur,2 � 1�ur,2 is the probability of not using r during the execution of R2. Hence,
we have for the probability density function:

fYseqptq � u2pfX1ptq f fY2ptqq � u2fY1ptq.
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Set Union / Alternative The alternative of two regular expression Ralt � R1|R2

indicates that either R1 is executed with probability p1 or R2 is executed with probability
p2. If R1 is executed, then the resource r is used with probability u1, otherwise, if R2 is
executed, r is used with probability u2. Both events are mutually exclusive. Therefore,
the probability of using r in the alternative Ralt is:

ualt � p1u1 � p2u2

palt

The sum p1u1�p2u2 is the probability of executing either R1 or R2 and using the resource.
The probability is divided by palt to remove the dependency from any ’surrounding’
probabilities as described in section 6.4. For the probability function we have that:

fYalt
ptq � p1

palt

fY1ptq �
p2

palt

fY2ptq.

If R1 is executed we have to consider fY1ptq, otherwise, if R2 is executed we have to
consider fY2ptq.

Kleene Star / Loop The regular expression Rloop � R�in is executed again with prob-
ability pin and left with probability pout. If the loop is not executed, the usage period
of the resource r is zero. For one execution it is the usage period Yin of the inner reg-
ular expression. For more than one execution it is the sequence of inner expressions
RinRin . . . Rin. Therefore, the usage period of a loop is the infinite sum of the weighted
paths:

Xloop �

$''''''&''''''%
0 pout

Yin poutpin

uinpXin � Yinq � p1� uinqYin poutp
2
in

uinpXin �Xin � Yinq � p1� uinqpuinpXin � Yinq � p1� uinqYinq poutp
3
in

...
...

The probability density function for zero iterations of the loop is:

δptq,

for one iteration we have:
fYin
ptq,

for two iterations:
uinfXin

ptq f fYin
ptq � p1� uinqfYin

ptq,
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and for n ¥ 3 iterations:

uin

�
n�1æ
l�1

fXin
ptq

�
f fYin

ptq

� uin

n�2̧

k�1

p1� uinqn�k�1

�
kæ

l�1

fXin
ptq

�
f fYin

ptq

� p1� uinqn�1fYin
ptq.

Note that the equation yields the result for two iterations, if we set:

uin

n�2̧

k�1

p1� uinqn�k�1

�
kæ

l�1

fXin
ptq

�
f fYin

ptq � 0

for n � 2.

So, for the probability function of the loop we get:

fYloop
ptq � poutδptq � poutpinfYin

ptq

� poutuin

8̧

n�2

pn
in

�
n�1æ
l�1

fXin
ptq

�
f fYin

ptq

� poutuin

8̧

n�3

pn
in

n�2̧

k�1

p1� uinqn�k�1

�
kæ

l�1

fXin
ptq

�
f fYin

ptq

� pout

8̧

n�2

pn
inp1� uinqn�1fYin

ptq

We need to use either the Laplace or Fourier transform to compute the limit of the series.
This is required to handle the multiple self convolution. In section 6.4 an example for the
computation of the limit using continuous functions was given and a general solution for
discrete probability density functions was developed. Here, we limit to the development
of the general solution, since the computation is much more complex. Therefore, we set
xαrns � fXin

pαnq and yαrns � fYin
pαnq where α is the sampling rate. Then we get:

zαrns � poutδαrns � poutpinyαrns

� poutuin

8̧

n�2

pn
in

�
n�1æ
α,l�1

xαrns
�
fα yαrns

� poutuin

8̧

n�3

pn
in

n�2̧

k�1

p1� uinqn�k�1

�
kæ

α,l�1

xαrns
�
fα yαrns

� pout

8̧

n�2

pn
inp1� uinqn�1yαrns
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For the discrete Fourier transform of zαrns we have:

Ftzαrnsu � pout
1

α
� poutpinFtyαrnsu

� poutuin

8̧

n�2

pn
in

�
αn�2Ftxαrnsun�1

�
αFtyαrnsu

� poutuin

8̧

n�3

pn
in

n�2̧

k�1

p1� uinqn�k�1
�
αk�1Ftxαrnsuk

�
αFtyαrnsu

� pout

8̧

n�2

pn
inp1� uinqn�1Ftyαrnsu

Next we compute the limit of each sum separately. For the first sum we have that:

8̧

n�2

pn
in

�
αn�2Ftxαrnsun�1

�
αFtyαrnsu

�
8̧

n�2

pn
inα

n�1Ftxαrnsun�1Ftyαrnsu

� p2
inαFtxαrnsuFtyαrnsu

8̧

n�2

pn�2
in αn�2Ftxαrnsun�2

� p2
inαFtxαrnsuFtyαrnsu

8̧

n�0

pn
inα

nFtxαrnsun

� p2
inαFtxαrnsuFtyαrnsu
1� pinαFtxαrnsu

For the computation of the limit of the second sum we need to bring it into a proper
form so that we can split the sum into two sums that form a Cauchy product. So, we
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have that:

8̧

n�3

pn
in

n�2̧

k�1

p1� uinqn�k�1
�
αk�1Ftxαrnsuk

�
αFtyαrnsu

� p3
inαFtxαrnsuFtyαrnsu

8̧

n�3

pn�3
in

n�2̧

k�1

p1� uinqn�k�1αk�1Ftxαrnsuk�1

� p3
inαFtxαrnsuFtyαrnsu

8̧

n�3

pn�3
in

n�3̧

k�0

p1� uinqn�k�2αkFtxαrnsuk

� p3
inαFtxαrnsuFtyαrnsu

8̧

n�0

pn
in

ņ

k�0

p1� uinqn�k�1αkFtxαrnsuk

� p3
inαFtxαrnsuFtyαrnsup1� uinq

8̧

n�0

ņ

k�0

p1� uinqn�kαkFtxαrnsukpn
in

Now the sums in the equation above form the Cauchy product of the sums:

8̧

k�0

p1� uinqnpn
in �

1

1� pinp1� uinq

and 8̧

k�0

αnFtxαrnsunpn
in �

1

1� pinαFtxαrnsu
The first of both sums converges absolutely, since uin and pin are probabilities, that
is 0 ¤ uin, pin ¤ 1. Therefore, we have that p1 � uinqpin ¥ 0 and the sum converges
absolutely. Furthermore, we have shown in section ?? that pin must be below one,
otherwise the limit of the second geometric series does not exist. This condition also
ensures the existence of the limit of the first series, since p1 � uinqpin   1 for pin   1.
So, the limit of the Cauchy product of both sums exists for pin   1 and is the product
of their limits, that is:

8̧

n�0

ņ

k�0

p1� uinqn�kαkFtxαrnsukpn
in �

1

1� pinp1� uinq
1

1� pinαFtxαrnsu

The insertion of the limit into the equation above yields:

p3
inαFtxαrnsuFtyαrnsup1� uinq

p1� pinp1� uinqqp1� pinαFtxαrnsuq
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The computation of the limit of the last sum of Ftzαrnsu yields:

8̧

n�2

pn
inp1� uinqn�1Ftyαrnsu

� p2
inp1� uinqFtyαrnsu

8̧

n�2

pn�2
in p1� uinqn�2

� p2
inp1� uinqFtyαrnsu

8̧

n�0

pn
inp1� uinqn

� p2
inp1� uinqFtyαrnsu
1� pinp1� uinq

So, the limit of Ftzαrnsu is:

Ftzαrnsu � pout
1

α
� poutpinFtyαrnsu

� poutuin
p2

inαFtxαrnsuFtyαrnsu
1� pinαFtxαrnsu

� poutuin
p3

inαFtxαrnsuFtyαrnsup1� uinq
p1� pinp1� uinqqp1� pinαFtxαrnsuq

� pout
p2

inp1� uinqFtyαrnsu
1� pinp1� uinq

The computation of the inverse discrete Fourier transform of the result yields zαrns.

Remark 6.4 (Always Use r For the Whole Execution Time of Rin). If the resource r
is always used during the execution of the inner expression of the loop and the usage
period of r must correspond to the total time consumption of the loop which is given
by:

pout

�
1

α
� pinF txαrnsqu

1� pinαF txαrnsu



If we set uin � 1 and yαrns � xαrns, we get:

Ftzαrnsu � pout
1

α
� poutpinFtxαrnsu

� pout
p2

inαFtxαrnsuFtxαrnsu
1� pinαFtxαrnsu

� 0 � pout
p3

inαFtxαrnsuFtxαrnsu
1� pinαFtxαrnsu

� 0 � poutp
2
inFtxαrnsuu
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The expression can be simplified to:

pout

�
1

α
� pinFtxαrnsu � p2

inαFtxαrnsu2
1� pinαFtxαrnsu



� pout

�
1

α
� pinFtxαrnsu � pinαFtxαrnsu pinFtxαrnsu

1� pinαFtxαrnsu



� pout

�
1

α
� p1� pinαFtxαrnsuq pinFtxαrnsu

1� pinαFtxαrnsu
� pinαFtxαrnsu pinFtxαrnsu

1� pinαFtxαrnsu



� pout

�
1

α
� p1� pinαFtxαrnsu � pinαFtxαrnsuq pinFtxαrnsu

1� pinαFtxαrnsu



� pout

�
1

α
� pinFtxαrnsu

1� pinαFtxαrnsu



This corresponds to the total execution time of the loop.

Remark 6.5 (Never use r in Rin). If the resource r is never used in Rin we expect the
total usage period of the resource to be zero. The corresponds to the delta Dirac function
δαptq whose Fourier transform is

Ftδαrnsu � 1

α
.

Hence, we expect the limit of Ftzαrnsu to be 1
α
. If r is never used in Rin we have that

uin � 0 and Yinptq � δptq which corresponds to δαptq in the discrete case. So, we have
that:

Ftzαrnsu � pout
1

α
� poutpin

1

α

� 0 � pout

p2
inαFtxαrnsu 1

α

1� pinαFtxαrnsu

� 0 � pout

p3
inαFtxαrnsu 1

α

p1� pinqp1� pinαFtxαrnsuq

� pout

p2
in

1
α

1� pin
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The equation can be simplified to:

pout
1

α

�
1� pin � p2

in

1

1� pin



� pout

1

α

�
p1� pinq 1

1� pin

� pinp1� pinq 1

1� pin

� p2
in

1

1� pin



� pout

1

α

�
1

1� pin

p1� pin � pin � p2
in � p2

inq



� 1

α

pout

1� pin

For the case that pout � 1� pin we have that:

1

α

pout

1� pin

� 1

α

as expected. Note that if pout   1�pin the loop occurs at several locations of the regular
expression. This might be because different entry and exit points of the Cycle described
by the loop. However, the total probability of leaving the loop must be 1� pin.

6.6. Resource Dependent Reliability

Next, we compute the reliability of the system from the user’s point of view. Above we
developed two approaches to determine the usage period of a resource. Given the usage
period for each resource and their reliabilities the system reliability experienced by a
user group can be calculated.

The reliability of a resource is a function of time which is assumed to be an exponential
distribution. So, given the expected usage period of a resource ErYrs the reliability for
this period is RpErYrsq.
If the usage period of a resource is given as a probability density function the reliability
is: » 8

0

Rptq � fY ptq dt.
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7. Experimental Evaluation

The approach developed in chapter 6 requires a detailed evaluation of the predicted
values on a real system. However, a complete evaluation is beyond the scope of this
thesis. Herein, we give a partial evaluation to get an impression of the value of the
approach. We use a small, simple webserver developed recently in the context of the
Palladio project for the evaluation. Additionally, the purpose of this chapter is to give
a good and detailed documentation of the analysed software system to enable future
evaluations.

7.1. Evaluated System

The system used for the evaluation is a Webserver that was recently developed in the
context of the Palladio project. The webserver is entirely written in C# and is based
on the Microsoft .Net 1.1 framework. The webserver consists of a set of components
that communicate over a specified set of interfaces. This strict design enables a detailed
analysis.

Component Model

Figure 7.1 shows the architecture of the webserver in form of a component diagram.
The webserver consists of a set of basic components and the two composite components
RequestParser and HTTPRequestProcessor. The subcomponents of both are organised
in a chain of responsibility [16]. Next, we give a brief overview of the webserver’s
components. A description of the provides interfaces and service effect specifications in
the form of finite state machines follows afterwards.

DefaultDispatcher The dispatcher is listening on a set of ports and waits for incoming
connections and/or requests. If a request arrives, the dispatcher forwards it to the
RequestParser component and returns to its waiting state. Even though currently not
implemented, the dispatcher should start a new thread for each incoming request.

Request A request stores the information read from the client who is requesting a
service from the webserver. At the moment the webserver is able to handle HTTP 1.1
requests.
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Figure 7.1.: Component Diagram of the Webserver.
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WebserverMonitor The WebserverMonitor logs the status and debug information
which is required for analysis of the system behaviour. It is required by most of the
other components of the webserver.

ConfigReader The ConfigReader contains information about the configuration of the
webserver. It reads the configuration from a file and presents it to the other components
in an easily accessible way.

RequestParser The RequestParser is a composite component whose subcomponents
are organised in a chain of responsibility. Each of these subcomponents has to implement
the IRequestParser interface. Incoming requests are handed along the chain until the
responsible parser is found. The HTTPRequestParser parses HTTP requests and sends
the result to the HTTPRequestProcessor component. The DefaultRequestParser is
called only, if the request could not be parsed by any other component. In this case, it
is assumed that an error occurred.

HTTPRequestProcessor The HTTPRequestProcessor is responsible for sending a re-
sponse to the client. Its subcomponents are organised in a chain of responsibility as well.
Each implements the IHTTPRequestProcessor interface.

The DynamicFileProvider is not yet implemented. It just forwards the request to its
successor in the chain of responsibility. However, its purpose is to generate web pages
with dynamic content on the basis of user applications.

The TemplateFileProvider is a dynamic HTML generator which applies a simple
search and replace algorithm. That is, a set of key strings is replaced by a specified
set of values.

The BibTexProvider uses a database containing information usually stored in BibTex
files to generate web pages. It also supports the addition of new entries in form of BibTex
files as well as the pretty printing of a given BibTex file.

The StaticFileProvider sends the file specified by the request to the client.

Provides Interfaces and Service Effect Specifications

Additional information on a component despite its interfaces is required to compute
the expected time consumption of a service and to predict its reliability. Here, all
possible call sequences of a service must be known. We give the provides protocols
and service effect specifications (which describe all possible call sequences of a service)
for all components in the form of finite state machines. Thereby, only service calls to
the interfaces of the webserver are considered excluding the Request component. We
apply these limitations to the accuracy of the service effect specifications for several
reasons. First, we want to keep the service effect specifications as simple as possible, so
that they are comprehensible and support the illustration of our proceeding. Second,
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the limitation to the specified interfaces defines clear points of measurement for the
evaluation. This makes the experiment understandable without knowing the complete
internal structure of the webserver. Third, if the service effect specifications are grained
too fine this might expose the intellectual property of the component creator. This must
be prevented and, therefore, service effect specifications with a limited accuracy seem
to be the most realistic ones. Despite this, the model proposed here, is made for the
prediction of the characteristics of a future system. Therefore, the actual and detailed
behaviour of the services is often not yet known.

ConfigReader, Request The provides protocols of the interfaces of the components
Request and ConfigReader are pretty much straight forward. The interfaces do not
have any limitations regarding the call sequence of its services. Therefore, each service
effect specification consists of one state, the final state and one loop labelled with all
service names included in the interface.

(a) IRequest (b) IHTTPRequest

Figure 7.2.: Request Component.

(a) IConfigReader (b) IConfiguration

(c) IWebserverConfiguration

Figure 7.3.: ConfigReader Component.
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Note, that the get ... and set ... methods derive from the characteristics of the
.Net framework and the C# language. C# supports properties of classes, structures and
interfaces. These provide a mechanism to read, write, or compute the values of private
fields through accessors. From the outside properties look and behave like attributes.
They can be regarded as implicit get- and set- methods. The C# compiler generates a
set ... and/or get ... method for every property that is settable and/or gettable [7].
We use this notation to distinguish settable and gettable properties.

Furthermore, the label ctor of the transition from the initial state to State1 indicates
the call of the constructor of a class implementing the interface. In the case of the
webserver, this is required for all interfaces.

The unlabelled transition from the start to the final state stands for an epsilon transition,
which is taken without reading any input symbol. However, this notation is only used,
if the transition points to the final state. The state chart notation of UML 2.0 allows
only one final state per context and forbids outgoing transitions from this state [30].
Here, each state with an unlabelled transition to the final state can be regarded as an
additional final state of the automaton. We introduced this notation to be more flexible.

(a) IWebserverMonitor

(b) InitializeWriteAccess

Figure 7.4.: WebserverMonitor Component.

WebserverMonitor The provides protocol of the WebserverMonitor is shown in fig-
ure 7.4(a). Unlike the protocols shown above, the protocol of the IWebserverMonitor

requires a call to an initialisation and finalisation method to start and stop the logging
service. The initialisation of the monitor reads the information, where to write debug
and logging messages, via the IWebserverConfiguration interface which is connected
to the ConfigReader component (see figure 7.4(b)).

DefaultDispatcher The DefaultDispatcher provides the interfaces IDispatcher and
IPortListener. The dispatcher is started and stopped using the first interface. Both
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operations can only performed alternately starting with Start (see figure 7.5(a)). The
interface shown in figure 7.5(b) sets no limitations to the call sequence of its services.

(a) IDispatcher (b) IPortListener

Figure 7.5.: DefaultDispatcher Component.

The DefaultDispatcher requires the interfaces IRequestParser, IWebserverMonitor,
and IWebserverConfiguration. Their usage is given by the service effect specifications
shown in figure 7.6. First the service Start writes two entries into the log file. The two
in braces behind the name of the service call indicates that it is executed twice. Then
the IP address and number of ports is read from the configuration. For each port listed
in the configuration a new port listener is started. In case of an error a debug message
is written and the service terminates.

The transition labelled with IPortListener.StartListen from State4 to State5 in the
specification of the service Start points out a major disadvantage of finite state machines
for the modelling of service effect specifications. The automaton shown in figure 7.6(a)
implies that the service StartListen is executed and after its termination the execution
of Start continues. The does not correspond to the real behaviour of the component,
since a new thread is created and started for the execution of the method StartListen.
The execution of Start continues directly afterwards. Finite state machines lack the
expressiveness power to describe such a behaviour. For our evaluation we consider each
thread as an independent unit of execution. We also assume that the execution time
and reliability considered for the call of StartListen in the service Start is given for
the start of the thread only. At this point we are very well aware of the fact, that this
assumption is highly critical and a better solution for the handling of threads is required.

The specification of service Stop is shown in figure 7.6(b). It sets the IsRunning property
of the IPortListener to false causing the thread executing the listener to terminate.

Service StartListen reaches State3 after the initialisation of the listener. State3 is
blocking and the service waits there until a connection is opened to its port and IP
address. In this case, the information about the connection is logged. If the connection
fails for some reason the thread returns to State3. This is indicated by the transition
labelled with the !clientSocket.Connected statement. This has only been added to
make the automaton more comprehensible. For the computation of the service execu-
tion time and reliability, this transition must be replaced by an epsilon-transition and
the resulting non-deterministic automaton is transformed into a deterministic automa-
ton. If the connection was established successfully, the thread reaches State5 from
which it returns to the waiting state after calling the HandleRequest method of the
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(a) IDispatcher.Start

(b) IDispatcher.Stop

(c) IPortListener.StartListen

Figure 7.6.: DefaultDispatcher Component.
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IRequestParser interface. Originally, each request was handled by a new thread. Since
finite state machines lack the possibility to model this behaviour, we omitted the cre-
ation of a new thread here. Finally, the execution of the service and thread terminates,
if the IsRunning flag is set to false.

RequestParser The IRequestParser interface provides only the service HandleRequest
which can be invoked an arbitrary number of times. Its subcomponents HTTPRequest-

Parser and DefaultRequestParser implement the same interface.

(a) IRequestParser

Figure 7.7.: RequestParser Component.

Their service effect specifications are shown in figure 7.8. In a nutshell the HTTPRequest-
Parser calls its successor in the chain of responsibility, if it cannot handle the request.
The IRequestParser.HandleRequest labelled transitions from State2, State3, and
State4 to the final state represent this service call. If the incoming request is a HTTP re-
quest, it is handed over to the HTTPRequestProcessor by the call of the HandleRequest
service of the IHTTPRequestProcessor interface.

The DefaultRequestParser is only called, if a request of an unknown type is send to
the webserver. In this case the DefaultRequestParser writes a debug message to the
webserver monitor.

HTTPRequestProcessor The composite component HTTPRequestProcessor provides
the IHTTPRequestProcessor interface containing only the service HandleRequest. Its
subcomponents are organised in a chain of responsibility each component implementing
the IHTTPRequestProcessor interface.

Figure 7.10 shows the service effect specification of the DynamicFileProvider. Since it
is not yet implemented, it forwards the request directly to its successor in the chain of
responsibility.

First, the TemplateFileProvider checks if the request is for a template file and the
required files exist. If this is not the case, it calls its successor in the chain of responsi-
bility. Otherwise, it constructs the requested web page and sends the result to the client
using the services of the IRequestProcessorTools interface. The HTTP header is sent
first, after that follows the page content.

The BibTexProvider uses the IBibTexDB interface shown in figure 7.12 to retrieve
the BibTex describtions from the database. These include information like, the au-
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(a) Component HTTPRequestParser

(b) Component
DefaultRequestParser

Figure 7.8.: Service IRequestParser.HandleRequest.

Figure 7.9.: IHTTPRequestProcessor Interface.

Figure 7.10.: Service IRequestParser.HandleRequest of the DynamicFileProvider.

102



Figure 7.11.: Service IRequestParser.HandleRequest of the TemplateFileProvider.

Figure 7.12.: IBibTexDB Interface.
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thor’s name, the title of the article and/or book, and the date of the publication. The
IBibTexDB interface offers services to search for special entries or retrieve all stored en-
tries. Before these services can be called, the connection string containing information
about the access of the database, must have been set.

Figure 7.13.: Service IRequestParser.HandleRequest of the BibTexProvider.

First, the service HandleRequest of BibTexProvider sets the connection string property
of the IBibTexDB interface and then calls either its Search of AllEntries service,
depending on the request sent by the client. Depending on the result of the search,
either an error page (path along State7) or a page showing the resulting entries (path
along State4) is send to the client.

The StaticFileProvider is the last component in the chain. If the request cannot be
handled by the static file provider, it is assumed that an error occurred and an error
page is send to the client. First, the StaticFileProvider checks if it is responsible for
the request and if the requested file exits. If this is not so, it sends an error page to the
client using the IHTTPRequestProcessorTools interface. Otherwise, it gets the mime
type for the requested file, opens it, and sends its content to the client. The automaton
describing the service HandleRequest is shown in figure 7.14.

Currently, the StaticFileProvider is the end of the chain of responsibility contained
in the HTTPRequestProcessor component. For further developments, it might be rea-
sonable to replace the SendHTTPError calls with calls to the an possibly existing suc-
cessor in the chain of responsibility. The error handling could be processed by the
DefaultRequestProcessor component instead.
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Figure 7.14.: Service IRequestParser.HandleRequest of the StaticFileProvider.

7.2. Evaluation Concept

Since the evaluation must cover the prediction of the execution time as well as the pre-
diction of the reliability, a flexible concept to measure time and reliability is required.
Furthermore, the evaluation environment must enable the modification of the reliability
and/or execution time of all services, to control the independent variables of the experi-
ments. Detailed information about the order of service calls is required to retrace a path
taken in the service effect specification and compute the transition probabilities of the
Markov model. This information must be stored in a way that it can be easily analysed.
Therefore, we do not use the available profilers, but develop our own system using the
interceptor concept discussed next. This enables us to log the execution time of each
service call and the order the services were called. Furthermore, we are able to retrieve
the caller of a service. The interceptor concept also enables us to modify the reliability
of a service and to insert artificial faults into the system without altering its code.

The Interceptor Concept

In the context of this experiment an interceptor of an interface is a decorator [16] of
this interface that delegates all incoming method invocations to the decorated class and
triggers an event before and after the invocation. The usage of events allows us to
add and remove different event handlers dynamically without altering the code of each
interceptor.
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public void HandleRequest( IHTTPRequest httpRequest ) {

Type[] parameterTypes = new Type[] { typeof( IHTTPRequest ) };

MethodInfo method = _target.GetType().GetMethod( "HandleRequest", parameterTypes );

CallEventArgs eventArgs = new CallEventArgs("IHTTPRequestProcessor", method);

InterceptorActions.BeforeCall(this, eventArgs);

try

{

_target.HandleRequest(httpRequest);

}

finally

{

InterceptorActions.AfterCall(this, eventArgs);

}

}

Figure 7.15.: Interceptor for the Method HandleRequest of the
IHTTPRequestProcessor Interface.

Figure 7.15 shows the interceptor for the method call HandleRequest of the IHTTP-

RequestProcessor interface. First, the interceptor gets the MethodInfo object describ-
ing the method which is to be called on the decorated class. The information about the
method and the name of the implemented interface are handed to the event BeforeCall
of the IntercepterActions class. Currently, the class IntercepterActions is static
and contains just the both events BeforeCall and AfterCall. All required event han-
dlers are registered to these events which are triggered before and after every method
call. This concept is very handy, since each event handler has to be registered only once.
Even though this is adequate for the current experiments, it might be to inflexible for
future experiments. However, it can be altered to gain a higher flexibility at the expense
of its convenience. Therefore, we can introduce a BeforeCall and AfterCall delegate
to each interceptor class. Instead of calling the static delegates, the delegates of the
class are called. However, this would require the registration of each event handler to
each interceptor instance.

The variable target refers to the decorated class which implements the IHTTPRequest-
Processor interface. After the BeforeCall delegate has been triggered, the method call
is delegated to the target instance of the interface. The call is surrounded by a try-
finally block to ensure the execution of the AfterCall event without catching any of
the possibly thrown exceptions. At this point, it is important that the none of the
exceptions is catched, since the execution of the whole system must not be altered by
the interceptor.

Note that all handlers registered to one of the events must be thread safe, since we have
multiple threads running in the webserver which might trigger an event at the same
time.

Figure 7.16 illustrates how the interceptor concept is applied for the webserver. For each
intersection point of two components we insert the corresponding interceptor. For the
chain of responsibility we insert an HTTPRequestProcessorInterceptor between the
requires interface of the predecessor and the provides interface of the successor.
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Figure 7.16.: Component Diagram of the Webserver.
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Logging

The logger of the service calls gives a unique identifier to each method call in the
BeforeCall event handler. The numbers are given in an increasing order. Therefore,
if the number of method call mc1 is smaller than the number of method call mc2, mc1
must have been called before mc2. The logger automatically assigns an incoming call
to a thread and internally traces the call stack of each running thread. So, it is always
know which method is calling the current service.

Call Caller Class Interface.Method Time
1 0 XMLConfigReader IConfigReader.ReadConfiguration 3004320
2 0 WebserverConfig IWebserverConfig.get ConfigFilesPath 0
3 0 WebserverConfig IWebserverConfig.get ConfigFilesPath 0
4 0 WebserverMonitor IWebserverMonitor.InitializeWriteAccess 500720
5 4 WebserverConfig IWebserverConfig.get DebugFile 400576
6 4 WebserverConfig IWebserverConfig.get LogFile 0
7 0 DefaultDispatcher IDispatcher.Start 801152
...

...
...

...
...

Table 7.1.: Part of the Logged Information.

Table 7.1 shows a part of the information logged during the execution of the webserver.
The first column contains the number of the call which is assigned in an increasing
order. The second row contains the number of the call invoking the service. If a
service is called from the main program, the number of the caller is zero. From the
information shown in table 7.1 we can derive the following. The program executing
the webserver first reads its configuration, gets the path of the configuration file, and
initialises the webserver monitor. After that the dispatcher is started. The call to
the method InitializeWriteAccess has the number 4. Therefore, the field contain-
ing the caller number of the methods get DebugFile and get LogFile points to the
InitializeWriteAccess method. So, the webserver monitor reads the name of the
debug file and log file during its initialisation. This corresponds to the service effect
specification of the method InitializeWriteAccess in the WebserverMonitor compo-
nent.

The execution times of the services are shown in the last column of the table. The
.Net framework measure time in terms of ’ticks’. Ticks represent the number of 100-
nanosecond intervals that have elapsed since 12:00 A.M., January 1, 0001 [25]. The
clock time interval of the machine used for the measurements is 100144 ticks. Therefore,
all measured execution times are multiples of this number. The dependency of the
measurements on the clock time interval of the system allows only a limited accuracy for
the measurements. The interval is approximately 0.01 seconds. This limited accuracy
explains the appearance of the zero entries for the execution time. This means that the
execution time of the service was smaller than the clock time interval of the system.
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Markov Models

The sequence of service calls and the information about the calling method can be
used to enrich the service effect specifications given above with transition probabilities.
Therefore, the logged data is used to retrace each logged execution path of a service
in its specification. In doing so, the number of visits to each state and transition is
counted. The number of visits to a state must be greater or equal than the number
of visits to its outgoing transitions, since the state must be visited before one of these
transitions is taken. Furthermore, if the state is a final state, it might happen that the
execution terminates in the state and no further transitions are taken. So, the transition
probability from a state si to a state sj is:

P pi, jq � Ti,j{Si,

where Si is the number of visits to state si and Ti,j is the number of visits to the transition
from si to sj.

Figure 7.17.: Markov Model of the Service HandleRequest of the StaticFileProvider.

Figure 7.17 shows the transition probabilities for the service HandleRequest of the
StaticFileProvider. The transition probabilities are printed in braces behind the
service name associated to the transitions.

The experiments show how sensible these values are to the behaviour of the user and the
input data. Consider the call of the service SendHTTPError associated to the transition
from State2 to the final state. This transition is taken after almost two third of all visits
to State2. This is a very surprising result, since we did not experience that many errors
during the experiment. However, the analysis of the log files of the webserver showed,
that an icon used on almost every page of the example pages was missing. Since none of
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the requests to the icon could be satisfied, the number of errors occurred during requests
to static files is unexpectedly high. If the example page would have been complete the
transition probabilities of the outgoing transitions of State2 would have been entirely
different.

To illustrate the influence of the user behaviour on the transition probabilities consider
the service effect specification of the HandleRequest method of the BibTexProvider

shown in figure 7.13. A certain user group might not require any information about
BibTex files. So, the request will always be forwarded to the successor in the chain of
responsibility. This yields a transition probability of 1.0 for the transition from State1 to
the final state which calls the HandleRequest method of the successor of the component.
In the case that the BibTexProvider is used by a user group the probability must be
below 1.0.

The influence of the user behaviour as well as the input data on the transition proba-
bilities of the Markov model is quite an issue for the prediction of execution time and
reliability of a service. It has to be carefully analysed how and if predictions made for a
certain scenario can be generalised.

7.3. Experiment

The experiment performed here gives a brief impression of the value of the developed
approach. As we will see during this section, the results are very promising. Therefore,
further evaluations, including a more detailed and stricter analysis, are already planned
in the context of the Palladio project.

We consider the method HandleRequest of the IHTTPRequestProcessor interface of
the StaticFileProvider in this experiment. Its service effect specification including
the transition probabilities is shown in figure 7.17. We chose this service, since it is a
little more complex and contains a loop, which is the most critical part of our approach.
All predictions discussed here have been made on the basis of the measured execution
times of the called functions. However, it would also be interesting to know the predicted
value for their approximations.

In example 6.4 we simply assume that the execution times are exponential distributions.
Figure 7.18 shows that this assumption is actually valid for real systems. Even though
the measured values shown there are a little more extreme, the exponential distribution
seems to be a valid approximation for the measurements. Here, the term ’extreme’ refers
to the gradient of the function. Close to a zero time the measured values decline much
faster than the exponential distribution. But after 0.2 seconds they stay on almost the
same level until 0.15 to 0.2 seconds. On the other hand, the exponential distribution
declines relative smoothly and already comes very close to zero at 0.1 seconds. Both, the
measured values and the exponential distribution have the same expectation value. The
approximation of the measured values by on exponential distribution cuts of the extreme
values on both sides of the scale and move the spectrum to the middle. Considering this
fact, an approximation using exponential distributions is suitable for the discussion of
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Figure 7.18.: Approximation by an Exponential Distribution with the Same Expected
Value.

average execution times, but not for worst case execution times. Valuable information
for the prediction of worst case execution times might gets lost during the cut off of the
extremes.

Figure 7.19 shows the probability distributions of the measured execution time and com-
puted execution time. For the computation we used the measured times of the required
services. The computed function looks somewhat like the smoothed version of the mea-
sured function. As the approximation by the exponential distribution the computation
of the result less extreme than the measurements. It also moves the spectrum a little
closer the the middle. Despite this the computed function covers the measured worst
case execution times very well.

All together, the computed function seems to be somewhat more pessimistic than the
real measured values are. If we compare the expected values of both functions this is
confirmed. The expected value of the measured time Xm is:

ErXms � 0.0197

and the expectation of the computed execution time Xc is:

ErXcs � 0.0250.
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Figure 7.19.: Execution Times of the Method HandleRequest with 838 invocations.
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Figure 7.20.: Comparison of the Execution Measured Execution Time for 440 and 838
Method Invocations.
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Figure 7.20 shows the measured probability density functions for 440 and 838 calls on
the method HandleRequest. One can see that for a higher number of measurements the
curve gets a little smoother and looses some of its extreme peeks. These peeks might be
the result of certain influences on the computational load of the system. With a higher
number of measurements, each single measurement looses some of its weight which yields
a more realistic function. However, a load simulator is required, to get a significantly
higher number of measurements. Also influence of the synchronous access of several
clients has to be considered. A simulator sends requests according to a given usage
profile to the server. Several instance of the simulator running on one or more machine
would allow a good simulation of real user behaviour. This shows how important further
experiments are to prove the actual value of the prediction model.
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8. Conclusion

The approach develop within the scope of this thesis involved several assumptions regard-
ing the mathematical model and the availability of data. Furthermore, the experiment
showed up some open questions regarding the usage of parametric contracts. Most of
them have already been mentioned, some stayed implicit up to this point. We make
these assumptions and open questions explicit to enable future research to overcome
these challenges and guide the decision whether our model should be applied within a
certain context or not.

8.1. Assumptions

Mathematical Assumptions As in [38], we model reliability as a single value, inde-
pendent of the input parameters and method calls made before. When using Markov
models this assumption could be relaxed to give the service reliability in dependence of
the state it is called from. However, this yields the difficulty of measuring the different
reliabilities for a service called from different states.

Musa et al. analysed under which circumstances one can make accurate estimations of
the reliability of a software system.

Very small projects (less than 5000 lines of code) may not experience suf-
ficient failures to permit accurate estimation of execution time component
parameters and the various derived quantities. Some kind of estimate can
usually be made, however, yielding a result of the form ”present failure in-
tensity is at least X failures/CPU hr” [28, p. 32].

This has to be carefully considered for our approach, since we do not regard the reliability
of a whole system, but the reliability (and performance) of single services. A service
(or method) involves usually much less lines of code, even if one considers the internal
method calls made. Hence, the assumption that the reliability of a service can be
modelled as a single value needs a much more detailed evaluation.

Within the scope of this thesis all service effect specifications are given as Markov mod-
els. So, the next service call depends only on the current state, not on the execution
path. This is known as Markov property. The probability of calling a certain service
may depend on the execution path, the input data and the usage profile as well. Our
experiment showed that this assumption can be considered as valid as long as we stay
within a single usage scenario. If it is valid in general, remains an open question.
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In [38], the interdependency of components is limited to service calls which are made
from one component to the other. In this thesis, we also considered the dependency
of components that are deployed on the same resources. So, we relax an important
assumption made by their reliability prediction model.

The modelling of different return types partially overcomes the assumption of a fail-stop
behaviour of the system. Now, different error handling mechanisms, like fault-tolerance
and fail-over, can be modelled. Also, it is possible to model mechanisms like replication
in time and replication in space. This allows a more realistic reliability prediction for
distributed systems.

The new assumptions introduced by our approached derive from the consideration of
execution time. First, we assume that execution times can be modelled as a probability
density function or expected value. Second, for the computation of the total execution
time of a service, we assume that the execution times of two services are independent. For
the probability function, this assumption results from the convolution of the execution
time of two services. For the expected value, it results from the simple addition and the
fact that only one value is given to describe the time consumption of a service.

Furthermore, we consider the reliability of resources which is assumed to be an expo-
nential distribution. This is well established in the context of hardware components.
However, for software resources an experimental evaluation is required.

Availability of Data The data required from a basic components is the same as de-
scribed in [38]. It required that the component provider gives the service effect specifi-
cations for each service of the component. From the component user the model requires
the reliabilities of the environmental services as well as the usage profile of the compo-
nent. The supplier of a composite component must provide the service effect automata
of the included basic component’s services, the bindings and mappings.

Furthermore, the reliabilities of all required resources is needed. These resources include
devices, execution environments as well as network connections. For sake of simplicity
the reliability of a host including its hardware, operating system and component frame-
work can be given as a single value or probability density function. The reliabilities of
bindings and mappings depend on the resources they are deployed on or associated with.

8.2. Open Issues

Our experiment showed how many difficulties arise when applying parametric contracts
to a real world application. First, one is confronted with the question which service
calls have to be considered in the service effect specification and which not. From the
theoretical point of view, all calls to services not included in the same component have to
be considered. This includes calls the standard libraries of the component framework as
well as calls to third party components. However, the resulting service effect specification
is no real abstraction from the source code. Since basic components are considered to
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be black box entities (with a certain insight given by the service effect specification) this
level of granularity cannot be hold for real world components, because it exposes the
intellectual properties of the component vendor.

In many cases the component deployer is only interested in a certain subset of external
service calls. This concerns mainly the services required from third party components
which are not included in the component framework. The deployer has to decide be-
tween different components implementations of different vendors and, therefore, needs
information about there usage. Furthermore, if the granularity becomes to high, it might
be also difficult to make any statement about the quality attributes of the called services
and the internal code. However, the detail level of the service effect specifications is still
a subject of interpretation and individual preferences. It is not yet known which level
of detail suits best for reliability or performance predictions.

Threads are another issue for parametric contracts. Even if they are not used in every
application, threads are very common in programming, especially in lager applications.
Finite state machines and, based on these, Markov models lack the expressiveness power
to handle threads. For our experiment, we circumvented this problem by considering
the reliability of each thread independently. However, this was only possible, since the
threads were started once during the initialisation of the webserver and were running
until its shut down. This way of treatment is not be possible if threads are started and
stopped dynamically during the execution of the application. Furthermore, it neglects
the fact that the reliabilities of all threads are interdependent up to a certain (unknown)
degree. Threads might interact or run independently. The amount of their mutual
dependency is strongly influenced by the application itself. Momentarily, it is unknown
how this influences the reliability of the system.

Another point is the influence of the usage profile and input data on the system. In
the beginning we assumed that the transition probabilities are independent of the user
behaviour. Especially for the webserver used in our example, this is not true. The
user behaviour influences not the webserver itself but the processed data. ’Data’ in this
case refers to the web pages hosted by the server. Any usage profile only describes the
behaviour of the user with respect to the hosted pages. Depending on the requested
web pages the responsible request processor in the chain of responsibility is activated
and delivers the requested page. Therefore, the transition probabilities of all components
involved in the chain of responsibility depend on the usage profile. This effect of the usage
profile has several consequences for the applicability of our reliability prediction model.
The most significant (and horrible) effect is that the usage period cannot be determined
for the webserver using the approach described in chapter 6. The usage profile manifests
only indirectly in form of the transition probabilities of the service effect specifications.
For example, consider a usage profile which requires the BibTexProvider only in the
beginning. The BibTexProvider is the only component requiring access to the database.
This yields a high probability of calling the successor in the chain of responsibility and
a low probability of using the database. However, the HandleRequest method is called
inside a loop which is reiterated as long as the webserver is running. So, a request to a
BibTex web page can occur at any point in time. This does not correspond to the actual

116



behaviour of the user.

The approach developed in chapter 6 can be modified for the prediction of the usage
period of the database. Therefore, we use different transition probabilities for the service
effect specifications for the case that a BibTex web page is requested and the case that
it is not. Then we split up the usage profile into two parts. The first part considers the
usage of the database the second does not. We determine the resource usage periods
for both parts and join them with the operation sequence defined in section 6.5. This
shows that the computation of the usage period of a resource is actually possible for the
webserver example, even if it becomes more complicated.

Despite all these ’loose ends’ and unverified assumptions, our experiments and the ex-
periments in [38] showed that valuable predictions can be made for the reliability and
execution time of a system on the basis of parametric contracts. However, one has to
be careful with the generalisation of the results, since the transition probabilities of a
Markov model are very sensible to the input data and user behaviour.

8.3. Results

Our tour through the world of reliability prediction on the basis of parametric contracts
and Markov models started with a detailed analysis of the approach described in [38].
Thereby, we developed a better understanding why the value Rp1, nq of the potential
matrix of a Markov model represents the reliability of a service. This question raised,
because the authors of [38] claim that the matrix R � pI�P q�1 contains the probability
of reaching a state, what is not true as shown in section 4.3. There, we proofed that
the entries Rpi, jq of the potential matrix are the expected number of visits to state sj

starting in state si.

The fact that the potential matrix does not contain probabilities but expectations yielded
the idea to use these values to compute the execution time of a service. The result was
a comparatively simple mathematical model for computation of the expected execution
time of a service.

However, it seemed to be to inaccurate and unsatisfying to deal only with expected
values without specifying the variance and/or deviation. Therefore, we considered Para-
metric Performance Contracts [37] which utilise probability density functions to specify
execution times. The approach described there specifies computational models for the
execution times of the three operations sequence, alternative, and loop which are con-
sidered the basic elements of a finite state machine and/or Markov model. The fact that
finite state machines (and Markov models) can contain cycles which are overlapping, in-
terconnected and have multiple entry points made the direct segmentation of a Markov
model into these three operations unnecessarily complicated. Therefore, we used regular
expressions which have a hierarchical structure. Within this structure it is clearly spec-
ified what elements belong to a loop and where its entry and exit point is. Furthermore,
in [38], the execution time of a loop is approximated by a finite number of reiterations
of the loop until the remaining probability of reentering the loop is considered small
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enough. On the basis of the discrete Fourier transform, we developed a mathematical
approach for the computation of the limit of the execution time of a loop which is also
discussed in [14].

On the basis of the computational models for the execution time of a service, we answered
the question: How long is a resource required? We did this for both: the expected value
and the probability functions. This yielded a new approach to the computation of system
reliability, since we consider not the overall system reliability, but the reliability from
the user’s point of view. The understanding of reliability from the user’s point of view
was introduced by Cheung [10]. We extended his view of software reliability towards
system reliability. Cheung states that, whether a user requests a faulty service only
seldom or very often must be considered in the computation of the reliability. The same
holds for hardware- and software resources. If a faulty resource is not required, it does
not influence the reliability experienced by a user.

Finally, we evaluated our prediction model for the execution time of a service on a real
software system. The considered system is a webserver recently developed in the context
of the Palladio project. The results show that the predictions made by our model are
promising even though they are a little more pessimistic than the measured values.

8.4. Further Development and Related Work

Currently, the detailed experimental evaluation of our approach is the most important
point. This includes the evaluation of the influence of the user behaviour and the input
data on the transition probabilities of the service effect specifications. The question
under which circumstances our results can be generalised needs to be considered as well.
Furthermore, the discussion of the assumptions, open issues, and results yields a set of
challenges and ideas that are worth looking into.

The modelling of different return values and errors of a service (see section 5) enables the
modelling of algorithms like fault tolerance and load balancing in distributed systems
[27]. Both are common methods to increase the reliability and performance of a software
system. A possible approach is given in [20]. However, the approach described there
does not distinguish the hardware- and software reliability. It is important to notice
that the reliabilities of copies of the same software component are not independent [28,
pp. 94]. This must be considered when determining the overall system reliability. But
the idea to model different algorithms of failover and load balancing on the basis of
parametric contracts is very promising.

Instead of specifying the behaviour of a service with finite state machines and Markov
models, Generalised Stochastic Petri Nets [22] can be used. These enable the handling of
different execution threads of a system. However, it is an open question if the principles
and concepts developed here can be applied for Petri Nets as well.

Within the scope of this thesis we used continuous probability density functions or its
discrete approximation. As mentioned before, this lacks the possibility of specifying
arbitrary functions and can assumed to have a limited compositionality. In [14] our
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prediction model for the time consumption of a services is extended towards the usage
of QML [15] which makes the approach more usable for real software systems.

The concepts used for the computation of the time consumption of a service is based
on Parametric Performance Contracts [37]. These use probability density functions to
describe the execution time of a service. The integration and comparison of our model
with other performance prediction models like Layered Queueing Network (LQN) models
[46] might be interesting as well. A LQN model is a performance modelling framework for
client-server-like distributed systems. It also considers the parallel execution of different
tasks in a distributed system. The question if and how LQN can be integrated with
parametric contracts remains open.
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A. Finite State Machines and Regular
Expressions

Here, we give the required definitions of finite state machines and regular expressions.
For further readings see [2, 19, 1]. The algorithm for the conversion of finite state
machines to regular expressions can also be found in [9].

A.1. Finite State Machines

Definition A.1 (Finite State Machine). A finite state machine (FSM) is a system
A � pΣ , S, F, s0 , δq where Σ is an input alphabet, S is a finite set of states, F � S is a
set of final states, s0 P S is a start state, and δ : S � Σ Ñ S is a transition function.

Let A be a FSM such that A � pΣ , S, F, s0 , δq, and w � i1i2 . . . in be a word over the
alphabet Σ. A accepts the word w if a sequence of states, r0, r1, . . . , rn, exists in S with
the following conditions:

1. r0 � s0

2. rk�1 � δprk, ik�1q, for k � 0, . . . , n� 1

3. rn P F.

A finite state machine is called deterministic or deterministic finite automaton (DFA),
if for each pair of state and input symbol there is a deterministic next state.

A finite state machine is called nondeterministic or nondeterministic finite automaton
(NFA), if for each pair of state and input symbol there may be several possible next
states. The transition function δ of a NFA A � pΣ , S, F, s0 , δq is given by

δ : S � pΣ Y tεuq Ñ P pSq

where P pSq is the powerset of S and ε is the empty word.

A generalised nondeterministic finite state machine or generalised nondeterministic finite
automaton (GNFA) is a FSM where each transition may be labelled with any regular
expression. The GNFA read blocks of symbols from the input which constitute a word
as defined by the regular expression on the transition.
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Definition A.2 (Generalised Nondeterministic FSM). A GNFA can be defined
as a 5-tuple, (S, Σ, δ, s, aq, consisting of

• a finite set of states pSq
• a finite set call the alphabet pΣq
• a transition function pδ : pS � tauq � pS � tsuq Ñ Rq
• a start state ps P Sq
• an unique accept state pa P Sq

where R is the collection of all regular expressions over the alphabet Σ.

A GNFA accepts a word w P Σ� if w � w1w2 . . . wn, where each wk P Σ�, and a sequence
of states r0, . . . , rn exists such that

• r0 � s0, the start state,

• rk � a, the accept state, and

• for each k, wk P LpRkq, where Rk � δprk�1, rkq.
A DFA or NFA can easily be converted into a GNFA and then the GNFA can be
transformed into a regular expression by reducing the number of states until S = s, a.

A.2. Regular Expressions

Definition A.3 (Regular Expression). Regular expressions consist of constants and
operators that denote sets of strings and operations over these sets, respectively. Given
a finite alphabet Σ the following constants are defined:

1. (empty set) ∅ denoting the set ∅

2. (empty string) ε denoting the set tεu
3. (literal character) a in Σ denoting the set t1a1u

and the following operations:

1. (concatenation) RS denoting the set tαβ | α P R and β P Su.
2. (set union) R Y S or R | S denoting the set union of R and S.

3. (Kleene star) R� denoting the smallest superset of R that contains ε and is closed
under string concatenation. This is the set of all strings that can be made by
concatenating zero or more strings in R.

To avoid brackets it is assumed that the Kleene star has the highest priority, then
concatenation and then set union. If there is no ambiguity then brackets may be omitted.
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A.3. Conversion of FSMs to Regular Expressions

An arbitrary FSM A � pΣ , S, F, s0 , δq can be converted to a regular expression R that
accepts the same language L. Therefore, convert A to GNFA G � pS Y ts, au, Σ Y
tεu, δg, s, aq. This is done by introducing a new start state s and accept state a. ε-
transitions point from s to the former start state as well as from each former final
states to a. There are no transitions pointing at s or leaving a. Each input symbol i is
interpreted as regular expression Ri accepting only i. Then δg is defined by

δgpqi, qjq �
#

Ri, if δpqi, iq � qj

ε, if pqi � s and qj � s0q or pqi P F and qj � aq.

Next, define a procedure CONVERT(G) that reduces the number of states in G by one
without altering the accepted language L. If only the states s and a are left, the regular
expression accepting L is R � δgps, aq.
procedure CONVERT(G)

1: Let k be the number of states of G.
2: If k � 2, return the regular expression labelling the only transition.
3: If k ¡ 2, select any qr distinct from s and a. Let

S1 � S � tqru.

For any qi P S1 � tau and qj P qjS
1 � tsu, let

• R1 � δgpqi, qrq,
• R2 � δgpqr, qrq,
• R3 � δgpqr, qjq,
• R4 � δgpqi, qjq.

Define δ1gpqi, qjq � pR1qpR2q�pR3q | pR4q.
4: return CONVERT(G1).

The algorithm for the conversion of finite state machines to regular expressions has a
computational complexity of OpN3q where N is the number of states of the automaton.
This is the same complexity as the algorithm specified within the proof given by Hopcroft
[18].
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B. Probability Theory

This section defines the basic concepts of probability theory. A more detailed introduc-
tion can be found in [39, 11, 40, 1, 45].

B.1. Random Variables

A random variable can be thought of as the numeric result of operating a non-deterministic
mechanism or performing a non-deterministic experiment to generate a random result.
For example, rolling a dice and recording the outcome yields a random variable with
range t1, 2, 3, 4, 5, 6u. Mathematically, a random variable is defined as a measurable
function from a probability space to some measurable space. This measurable space is
the space of possible values of the variable.

B.2. Cumulative Distribution Function

The cumulative distribution function (cdf) completely describes the probability distri-
bution of a real-valued random variable, X. For every real number x, the cdf is given
by

F pxq � PpX ¤ xq,
where the right-hand side represents the probability that the variable X takes on a value
less than or equal to x. Therfore, the probability that X lies in the interval ra, bs is
F pbq � F paq if a ¤ b.

B.3. Probability Density Function

A probability density function (pdf) serves to represent a probability distribution in
terms of integrals. If a probability distribution has density fpxq, then intuitively the
infinitesimal interval rx, x� dxs has probability fpxq dx.

A probability distribution has density fpxq if fpxq is a non-negative Lebesgue-integrable
function RÑ R such that the probability of the interval ra, bs is given by» b

a

fpxq dx

124



for any two numbers a and b. This implies that the total integral of f must be 1.
Conversely, any non-negative Lebesgue-integrable function with total integral 1 is the
probability density of a suitably defined probability distribution.

B.4. Expected Value

The expected value (or expectation) of a random variable is the sum of the probability
of each possible outcome of the experiment multiplied by its payoff (”value”). Note that
the value itself may not be expected in the general sense, it may be unlikely or even
impossible.

If X is a discrete random variable with values x1, x2, ... and corresponding probabilities
p1, p2, ... which add up to 1, then the expected value ErXs can be computed as the sum
or series

ErXs �
i̧

pixi.

If the probability distribution of X admits a probability density function fpxq, then the
expected value can be computed as

ErXs �
» 8
�8

xfpxq dx.

It follows directly from the discrete case definition that if X is a constant random
variable, i.e. X � b for some fixed real number b, then the expected value of X is also b.

The expected value operator (or expectation operator) E is linear in the sense that

EraX � Y s � a ErXs � ErY s.

B.5. The Exponential Distribution and the Poisson
Process

Exponential Distribution

A continuous random variable X is said to have an exponential distribution with param-
eter λ, λ ¡ 0, if its probability density function is given by:

fpxq �
#

λe�λx, x ¥ 0

0 x   0
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or equivalently, if its cumulative distribution function is given by:

F pxq �
» x

�8
fpyq dy �

#
1� e�λx, x ¥ 0

0, x   0
.

The mean of the exponential distribution is given by:

ErXs �
» 8
�8

xfpxq dx �
» 8
0

λxe�λx dx � 1

λ
.

An exponential distribution does not deteriorate with time. If the lifetime of an item is
exponentially distributed, then an item which has been in use for ten (or any number
of) hours is as good as a new item in regards of the amount of time remaining until the
item fails. This property is called memorylessness.

A random variable is said to be memoryless, if

P tX ¡ s� t | X ¡ tu � P tX ¡ su

or
P tX ¡ s� tu � P tX ¡ suP tX ¡ tu.

Note that this is satisfied when X is exponentially distributed (e�λps�tq � e�λse�λt). It
has been shown that the exponential distribution is the only distribution possessing the
property.

λ corresponds to the rate of the distribution:

rptq � fptq
1� F ptq �

λe�λt

e�λt
� λ.

Counting Process

A stochastic process tNptq, t ¥ 0u is said to be a counting process if Nptq represents
the total number of events that have occurred up to time t. It satisfies the following
conditions:

(i) Nptq ¥ 0

(ii) Nptq is integer valued

(iii) If s   t, then Npsq ¤ Nptq.
(iv) For s   t, Nptq � Npsq equals the number of events that have occurred in the

interval ps, tq.

A counting process is said to possess independent increments if the numbers of events
which occur in disjoint time intervals are independent.
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A counting process is said to possess stationary increments if the distribution of the
number of events which occur in any interval of time depends only on the length of the
time interval.

Poisson Process

The counting process tNptq, t ¥ 0u is said to be a Poisson process having rate λ, λ ¥ 0,
if

(i) Np0q � 0

(ii) The process has independent increments

(iii) The number of events in any interval of length t is Poisson distributed with mean
λt. That is, for all s, t ¥ 0:

P tNpt� sq �Npsq � nu � e�λt pλtqn
n!

It follows from (iii) that a Poisson process has stationary increments and ErNptqs � λt.

For the waiting time to the first event we have:

P tT1 ¡ tu � P tNptq � 0u � e�λt

and for the waiting time between two events:

P tT2 ¡ t� s|T1 � su � e�λt.

So, the waiting time to the first event and between two events is exponentially dis-
tributed.
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C. Signal Processing

This section presents the concepts of signal processing required in the scope of this thesis.
A more detailed explanation can be found in [32, 13, 1, 45].

C.1. Convolution

A convolution is an integral that expresses the amount of overlap of one function g as
it is shifted over another function f . It therefore ”blends” one function with another.
Convolution of two functions fpxq and gpxq over an infinite range r�8,8s is given by

f f g �
» 8
�8

fpτqgpt� τqdτ �
» 8
�8

gpτqfpt� τqdτ

Let f , g, and h be arbitrary functions and a a constant. Convolution satisfies the
properties

f f g � g f f

f f pg f hq � pf f gq f h

f f pg � hq � f f g � f f h

[45, Convolution] as well as

apf f gq � pafq f g � f f pagq.

The area under a convolution is the product of areas under the factors,» 8
�8
pf f gq dx �

» 8
�8

�» 8
�8

fpuqgpx� uq du

�
dx

�
» 8
�8

fpuq
�» 8
�8

gpx� uq dx

�
du

�
�» 8
�8

fpuq du

� �» 8
�8

gpxq dx

�
.
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C.2. Laplace Transform

In mathematics and in particular, in functional analysis, the Laplace transform of a
function fptq defined for all real numbers t ¡ 0 is the function F psq, defined by:

F psq � tLfu psq �
» 8
0�

e�stfptq dt.

This integral transform has a number of properties that make it useful for analysing linear
dynamic systems. The most significant advantage is that integration and differentiation
become multiplication and division. This changes integral equations and differential
equations to polynomial equations, which are much easier to solve.

Also, the output of a linear dynamic system can be calculated by convolving its unit
impulse response with the input signal. Performing this calculation in Laplace space
turns the convolution into a multiplication, which often makes matters easier. For more
information.

A sometimes convenient abuse of notation, prevailing especially among engineers and
physicists, writes this in the following form:

F psq � L tfptqu �
» 8
0�

e�stfptq dt.

The Laplace transform F psq typically exists for all real numbers s ¡ a, where a is a
constant which depends on the growth behaviour of fptq.
An interesting aspect of Laplace transforms is that mathematicians to this day do not
know its domain. In other words, there is no specific set of rules that one can check a
function against to know if its Laplace transform can be taken.

The most important properties of the Laplace transform are:

• Linearity:
L tafptq � bgptqu � aL tfptqu � bL tgptqu

• Convolution:
Ltf � gu � LtfuLtgu

• Exponential:

Lt e�atu � 1

s� a

• Differentiation:
Ltf 1u � sLtfu � fp0q
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C.3. Bromwich Integral

The Bromwich integral of F psq is the function fptq which has the property

tLfu psq � F psq,
where L is the Laplace transform. The Bromwich integral is thus sometimes simply
called the inverse Laplace transform. The Bromwich integral, also called the Fourier-
Mellin integral, is a path integral defined by:

fptq � 1

2πi

» c�i8

c�i8
F psqest ds, t ¡ 0,

where the integration is done along the vertical line x � c in the complex plane such
that c is greater than the real part of all singularities of F psq.

C.4. z-Transform

The z-transform converts a discrete time domain signal, which is a sequence of real
numbers, into a complex frequency domain representation.

Definition C.1 (z-Transform). The z-transform of a signal xrns is the function Xpzq
defined by:

Ztxrnsu � Xpzq �
8̧

n��8
xrnsz�n

where n is an integer and z is a complex number.

For non-negative values of n, the z-transform is defined as:

Ztxrnsu � Xpzq �
8̧

n�0

xrnsz�n

The latter is sometimes called a unilateral z-transform and the former a bilateral or
doubly infinite z-transform.

The most important properties of the z-transform are:

• Linearity. The z-transform of the linear combination of two signals is the linear
combination of the individual z-transforms.

Zta1x1rns � a2x2rnsu � a1Ztx1rnsu � a2Ztx2rnsu

• Shift. Time-shifting the signal by a distance of k to the right results in multiplying
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the z-transform by z � k.

Ztxrn� ksu � z�kZtxrnsu

• Convolution. The z-transform of the convolution of two sequences is the product
of the individual z-transforms.

Ztxrns f yrnsu � ZtxrnsuZtyrnsu

• Differentiation.

Ztnxrnsu � �z
dZtxrnsu

dz

The inverse z-transform can be computed as follows:

xrns � 1

2πi

¾
C

Xpzqzn�1 dz

where C is any closed curve around the origin and lying in the region of convergence
(COR) of Xpzq.
The (unilateral) z-transform is to discrete time domain signals what the Laplace trans-
form is to continuous time domain signals.

z-transform with a finite range of n and a finite number of uniformly-spaced z values can
be computed efficiently via Bluestein’s FFT algorithm. The discrete Fourier transform
is a special case of such a z-transform obtained by restricting z to lie on the unit circle.

C.5. Discrete Fourier Transform

The discrete Fourier transform (DFT) is an invertible, linear transformation:

F : Cn Ñ Cn

with C denoting the complex numbers [32, pp.358]. The n complex numbers x0, . . . , xn�1

are transformed into the n complex numbers f0, . . . , fn�1 according to the formula:

fj �
n�1̧

k�0

xke
� 2πi

n
jk j � 0, . . . , n� 1

where e is the base of the natural logarithm, ipi2 � �1q is the imaginary unit, and π is
Pi. The inverse discrete Fourier transform (IDFT) is given by:

xk � 1

n

n�1̧

j�0

fje
2πi
n

jk k � 0, . . . , n� 1.
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It can be computed quickly using a fast Fourier transform (FFT) algorithm [13, pp.271].

The discrete Fourier transform is a special case of the z-transform, where the values of
z lie on the unit circle, that is:

Xpzq|z�eiω � Xp� eiωq � Ftxrnsu

[32, pp.742].

C.6. Dirac Delta Function

The Dirac delta function or delta function can be informally thought of as a function
δpxq that has the value of infinity for x = 0, the value zero elsewhere, and a total integral
of one. The graph of the delta function can be thought of as following the whole x-axis
and the positive y-axis.

The Dirac delta is often introduced with the property:» 8
�8

fpxq δpxq dx � fp0q

valid for any continuous function f. However, there is no function δpxq with this property.

An approximation of δpxq is given by:

δεpxq �
#

1{2ε �ε   x   ε

0 , otherwise,

where ε ¡ 0 is very small.

The delta function has the fundamental property that» 8
�8

fpxqδpx� aq dx � fpaq

and in fact, » a�ε

a�ε

fpxqδpx� aq dx � fpaq

for ε ¡ 0. Therefore, the convolution of δ with any function f yields f .
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Komponenten,” Dissertation, Fakultät für Informatik, Universität Karlsruhe (TH),
Germany, July 2001.

[37] R. H. Reussner, V. Firus, and S. Becker, “Parametric performance contracts for
software components and their compositionality,” in Proceedings of the 9th Inter-
national Workshop on Component-Oriented Programming (WCOP 04), W. Weck,
J. Bosch, and C. Szyperski, Eds., June 2004.

138



[38] R. H. Reussner, I. H. Poernomo, and H. W. Schmidt, “Reasoning on software archi-
tectures with contractually specified components,” in Component-Based Software
Quality: Methods and Techniques, ser. LNCS, A. Cechich, M. Piattini, and A. Val-
lecillo, Eds. Springer-Verlag, Berlin, Germany, 2003, no. 2693, pp. 287–325.

[39] S. M. Ross, Introduction to Probability Models, 4th ed. Academic Press, 1989.

[40] Y. Rozanov, Probability Theory: A Concise Course. Dover Publications, 1977.

[41] A. Silberschatz, P. B. Galvin, and G. Gagne, Operating System Concepts, Sixth
Edition. John Wiley & Sons, Inc., 2002.

[42] C. Szyperski, D. Gruntz, and S. Murer, Component Software: Beyond Object-
Oriented Programming, 2nd ed. New York, NY: ACM Press and Addison-Wesley,
2002.

[43] C. Trammell, “Quantifying the reliability of software: Statistical testing based on
a usage model,” in Proceedings of the Second IEEE International Symposium on
Software Engineering Standards, 1995, pp. 208–218.

[44] H. Wehrheim and R. Reussner, 2004, personal Communication.

[45] E. W. Weisstein, “Mathworld,” http://mathworld.wolfram.com, 26.10.2004.

[46] C. M. Woodside, J. E. Neilson, D. C. Petriu, and S. Majumdar, “The stochastic ren-
dezvous network model for performance of synchronous client-server-like distributed
software,” IEEE Transactions on Computers, vol. 44, no. 1, pp. 20–34, 1995.

139



140



Predicting the Reliability of Component-Based Software Architectures

Declaration

I declare that this thesis is my own work and has not been submitted in any form
for another degree or diploma at any university or other institute of tertiary educa-
tion. Information derived from the published and unpublished work of others has been
acknowledged in the text and a list of references is given.

Jens Happe
December 30, 2004




