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Abstract

In this paper, we discuss different approaches to performance prediction of embedded systems.
We distinguish two categories of prediction models depending on the system type. First we
consider prediction models for hard real-time systems. These are systems whose correctness
depends on the ability to meet all deadlines. Therefore, methods to compute the worst case
execution time of each process are required. Then the worst case execution times are used in
combination with scheduling algorithms to proof the feasibility of the system on a given set of
processors. Second we consider prediction models for soft real-time systems whose deadlines
can be missed occasionally. Stochastic approaches which determine the probability of meeting a
deadline are used in this case. We discuss these approaches with an example based on Stochastic
Automaton Networks. Finally, we discuss the applicability of performance prediction models
for embedded systems on general software systems.
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1 Introduction

1 Introduction

Performance modelling is important for specifying performance requirements, such as bandwidth,
throughput, or resource utilisation, as well as estimating performance of design solutions. This
is often done by examining scenarios. These give an impression of the system’s performance for
an expected usage. The key concept here is to model the system’s workload, which represents a
measure of the demand for the execution of a particular scenario on available resources, including
computational resources.
Many different performance prediction models for embedded systems have been proposed so far.
This paper discusses some of the proposed models and discusses their generalisability for software
systems. Many approaches focus on the correctness of a system and add timeliness to this aspect.
Thus, the correctness of a result not only depends on its logical correctness, but also on the time
when it is delivered. For these systems, it has to be ensured that a hard deadline will be met under
any circumstances. Performance analysis for these systems usually bases on worst-case execution
times and proof the schedulability of a set of process on a given hardware architecture, ensuring
that all deadlines will be met.
This approach is overweighted for real-time systems with soft deadlines, like DVD- and MP3-
players. Considering the required delivery time of a video frame as a hard deadline, which must
be met, results in an inefficient design with respect to power consumption. For these systems,
prediction models considering the average performance often lead to better results.
This paper describes different performance prediction models for hard and soft real-time systems.
Furthermore, we discuss the applicability of the approaches described here to general software
systems. As we will see, some of the ideas might be applied on general software systems as well, but
in most cases the special restrictions of embedded systems limit the applicability of the approaches
to their domain.
Section 2 briefly introduces the important terms and concepts of embedded systems. Section 3
describes an approach for the computation of the worst-case execution time of a single program,
which is required for the schedulability analysis algorithms explained in section 4. The computation
of the average execution time is explained in section 5. Section 6 discusses the generalisability of
the prediction models for software systems. The paper is concluded by section 7.

2 Embedded Systems

Embedded real-time systems challenge their developers. They require precise real-time responses
to the microsecond in a distributed system. The development and validation of such systems is a
complex task due to the complexity and variation of the influences. Furthermore, the system is
expected to be fault tolerant under strict timing requirements. In many cases, embedded real-time
systems offer services of great importance. For example, consider the aircraft control of a plane.
The lifes of the passengers depend on the timeliness and reliability of this system. Often the systems
have to operate for very long periods, which requires a high physical robustness of the systems.
A challenge for commercial embedded systems is to provide a high maintainability and testability
under competitive pricing pressures. This refers to everything from microwaves and DVD-players
to cars.
One can see that there is a large variety of embedded systems. So, performance analysis methods
must scale from small 4-bit and 8-bit controller based systems up to networked arrays of powerful
processors coordinating their activities to achieve a common purpose.
For the vendor, it is important to keep the per shipped item cost as low as possible. This results in
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the usage of the least expensive (and therefore less powerful) computers able to meet the functional
and performance requirements. On the other hand, this decrease in hardware costs leads to a more
expensive software development. This increase of the software development cost is often considered
harmless, since it occurs only once. However, one has to take care, not to underestimate the cost
of software development.
The software of an embedded computer is much more difficult to construct, since the software archi-
tect has all problems of desktop computer and, additionally, has to consider timeliness, robustness,
or safety requirements which must be fulfilled. The devices in which the system is embedded usu-
ally fulfils a general, non-computing task. So, the user may be not aware of the CPU embedded
within a system. Moreover, the system must operate for days or even years without errors in hostile
environments. Examples for embedded systems with such properties can be found in medicine. A
cardiac pacemaker has to operate for years without errors in a most hostile environment. These
devices have the potential to do great harm if they fail.
An embedded system contains a computer as part of a larger system and does not exist primarily to
provide standard computing services to a user [Dou04]. Actuators are used to control environment
and sensors deliver feedback about the results to the system. For real-time systems, additional
requirements emerge, since the correctness of the system depends not only on the logical results,
but also on the time at which the results are produced. For real-time systems in general, timeliness,
performance, and schedulability are essential to correctness. The order and arrival times for external
events are frequently unpredictable. So, many hard real-time systems are reactive in nature, and
their responses to external events must be tightly bounded in time.
If a deadline must be met or can occasionally be missed without resulting in a system failure, deter-
mines whether a deadline is considered hard or soft. Hard Deadlines are performance requirements
that absolutely must be met. A missed deadline constitutes an erroneous computation and a system
failure [Dou04]. So, the correctness of an action includes a description of timeliness. Performance
prediction models for systems with hard deadlines focus on the worst-case execution times.
Soft real-time systems are characterised by time constraints which can be missed occasionally,
be missed by small time deviations, or occasionally skipped altogether [Dou04]. Soft deadlines are
often stochastically characterised. For example, in 98% of all cases the next video frame is delivered
within 1/30 second. Average time constraints are another way to specify soft deadlines, although
such constraints actually refer to throughput requirements rather than the timeliness of specific
actions. It is common to specify but not to validate soft real-time requirements.
Different arrival patterns of requests exist. The two main categories are periodic and aperiodic (or
episodic). In the first case, a fixed time interval can be specified after which the request reoccurs.
This is not possible for the latter case. If a request occurs aperiodic it can be further specified
[Dou04]:

Bounded A minimum and maximum interarrival time can be specified.

Bursty For example, messages tend to clump together in time. Bursty requests are specified by a
maximum burst length and a burst interval specifying the time between two bursts.

Irregular Nothing can be said about the arrival pattern of the requests.

Stochastic The interarrival time can be specified by a random variable. ‘Random’ in this case
does not mean that nothing is known about the variable. It can be described by its mean
value or a probability density function.

To determine how long the action takes to execute, the worst-case execution time is estimated. This
leads to very strong statements about absolute schedulability. Thus, it has several disadvantages for
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the analysis of systems in which occasional lateness is either rare or tolerable. As discussed above,
it is more common to use average execution time to determine a statistic called mean lateness of
soft real-time systems.

3 Worst-Case Execution Time

The purpose of Worst-Case Execution Time (WCET) analysis is to determine a priori information
about the worst possible execution time of a piece of code on a given processor. The approximation
of the uninterrupted WCET of a program is the precondition for almost all approaches that analyse
the schedulability of a set of tasks. These techniques base on the knowledge of the WCET of a single
uninterrupted piece of code and use this information to determine the utilisation and feasibility of
a set of tasks on a set of processing elements. To be valid, the estimation of the WCET must be
safe. So, it guarantees not to underestimate the execution time. To be useful, it must be tight. So,
overestimations are low.
It is assumed that the program execution is uninterruped (no pre-emptions or interrupts) and
that there are no interfering background activities, such as direct memory access. To estimate the
WCET, the control flow of a program is analysed, since the WCET depends on it. The underlying
architecture, including like pipelines and caches, influences the WCET strongly as well. Thus, both
aspects must be modelled by any WCET analysis method. Therefore, the analysis of the WCET
is split into three phases: Program flow analysis, low level analysis and calculation [EE00].
The program flow analysis phase determines possible control flows of the program. At this point the
execution time for each ‘atomic’ operation is not considered. In this phase, it is determined what
sequence of operations is executed in the extreme case (worst or best). As a result, information
about the called functions and how many times a loop iterates are retrieved. Furthermore, it is
analysed if there are dependencies between if-statements. The information can be obtained using
(a) manual annotation, which are integrated in the programming language or provided separately,
or (b) automatic flow analysis [EE00].
In the low-level analysis or micro-architectural modelling phase, the execution time for each atomic
unit of the control flow is determined. In this case, the term atomic unit refers to a single instruction
as well as a basic block. For the computation of these execution times, the target architecture and
its features are used. According to [EE00], the influence of instruction caches, cache hierarchies,
data caches, branch predictors, scalar pipelines and superscalar CPUs has been analysed so far.
The last phase bases on the results of both preceding phases. The program control flow and the
global and local low-level analysis results are used to compute the WCET estimate for a program.
According to [EE00], there are three main categories of calculation methods proposed in literature:

Path-based The final WCET estimate is generated by calculating times for explicitly represented
paths in a program, searching for the path with the longest execution time.

Tree-based The final WCET is generated by a bottom-up traversal of a tree representing the
program.

Implicit Path Enumeration Technique (IPET) based The control flow of a program and its atomic
execution times are represented using algebraic and/or logical constraints. The WCET esti-
mate is calculated by maximising an objective function while satisfying all constraints.

In this section, we focus on the WCET estimation approach of Li and Malik [LM95], who introduces
the implicit path enumeration first. They use this technique to implicitly determine the extreme
case of execution paths, which includes the longest and the shortest path. This and the knowledge

4



3 Worst-Case Execution Time

about the target architecture are used to determine the execution times of both: the best and the
worst-case.
The implicit path enumeration is a form of static code analysis. The complete control flow informa-
tion of the program is used to create the set of possible execution paths. This explicit enumeration
of all possible paths yields a (possibly infinite) set. For each execution an ordered list of statements
or instructions is created that represents a single execution path of the program.

������������	
������	�����	�������

������	�������

����

���������	�������

����	��������

����	�����	�����������������

����	�����	�����������	������

Figure 1: Relation between possible executions and flow information [EE00].

The largest set of executions is given by the structure of the program and includes all traceable
paths of the control flow graph. The generation of paths does not consider the semantics of the
program and, therefore, includes many infeasible paths. Due to an arbitrary iteration of loops, the
resulting set is likely to be infinite. It is represented by the outer set in figure 1. So, the computation
of the longest path is undecidable in general, since it is equivalent to the halting problem [LM95].
However, restrictions and/or annotations of the program allow us to give approximations of the
longest path. These approximations have to be:

Safe The approximation is safe if no feasible worst-case execution of the program is excluded.

Tight The approximation is tight if as few infeasible executions as possible are included.

The following restrictions can be applied to a program to make the longest path computation
decidable: (a) The absence of dynamic data structures, like pointers and dynamic arrays, (b) the
absence of recursion, and (c) only bounded loops. These restrictions can be realised by either
the introduction of annotations to existing programs to bound the loops or the creation of a new
programming language which only allows constructs that follow the restrictions. Both solutions
add basic finiteness information to the program, since they bound all loops with an upper limit.
The set of resulting path is a finite subset of the original set as shown in figure 1. Adding more
information yields the statically feasible set that includes the actual feasible path as a subset and,
therefore, is still an overestimation. The optimal outcome of the static analysis would be the actual
feasible set of paths.
Li and Malik used annotations of existing programming languages to reach the computability of
the longest path [LM95]. Therefore, mapping from the programming to the assembler language
level is required that captures optimisations of the compiler. This is a rather difficult task.
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The functionality of a program (or piece of code) determines the actual paths taken during its
execution, which is represented by the inner set in figure 1. Any information about the functionality
of a program (semantics) can be used to determine which paths are feasible and which are not.
Some of this information can be derived from the program. However, this is a difficult task in
general. On the other hand, the programmer can provide some additional information that eases
the analysis. This task is not too hard for the programmer, since he/she generally knows about the
functionality and/or semantics of his/her program. The required information includes information
about upper/lower loop bounds and the maximum execution counts of a given statement in a given
scope. Additionally, any information about the functional interactions between different parts of
the program help to tighten the bounds of the computed feasible paths [LM95]. Next, we describe
the approach of implicit path enumeration to determine the longest execution path of a program.
Implicit path enumeration bases on integer linear programming, which is a common tool to to
solve optimisation problems. The constraints and the function, which shall be optimised for the
constraints, are given as linear equations. In the following, we provide the optimisation function and
two sets of linear constraints: Program structural constraints and program functionality constraints.
The first are derived automatically from the structure of the program, whereas the latter are
provided by the programmer.

3.1 Implicit Path Enumeration

The aim of the implicit path enumeration is computation of the worst-case execution time of a
program, which not necessarily has to be the path with most basic blocks and/or instructions.
Therefore, we need a more precise formulation of the problem.
Let xi be the number of times the basic block Bi is executed when the program takes the maximum
time to complete. A basic block (of code) is a maximal sequence of instructions whose only entry
point is the first instruction and whose only exit point is the last instruction. So, it is always
executed in a sequence and contains no other branches in or out. Let ci be the execution time or
cost of basic block Bi in the worst-case. We assume that ci is constant for all executions of the
basic block. Then the longest path of a program is the path for which the following formula is
maximal while considering the restrictions imposed by the program structure and functionality:

N∑
i=1

cixi (1)

where N is the number of basic blocks of the program. This is a rather naive and pessimistic
approach to compute the worst-case execution time of a program. It neglects the influence of
caches, pipelines and the variation of the execution time caused by the input parameters of a basic
block. However, it is sufficient at this point, since it illustrates the basic ideas of implicit path
enumeration quite well.

Program Structural Constraints

Program structural constraints are defined by the structure of the program and/or the program
itself. So, they can be extracted from the program’s control flow graph and/or source code auto-
matically. This is illustrated in figure 2, which shows a while-loop and the corresponding control
flow graph. The edges and nodes of the control flow graph are labelled with the variables di and xi

respectively. Both represent the number of times the control flow is passing either the associated
node or edge. We use these variables to determine structural constraints of a program. In general,
the execution count of the basic block (node) is equal to both the sum of the control flow going into
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/* p >= 0 */
q = p;
while(q<10)

q++;
r = q;

B1 q = p;

d1

d6

d5

d3

d2 d4

x1

B2 while(q<10) x2

B4 r = q; x4

B3 q++; x3

(i) Code (ii) CFG

Figure 2: An example of a while-loop statement and its control flow graph [LM95].

it, and the sum of the control flow going out from it. So, we can derive the following constraints
for the while-loop statement in figure 2:

x1 = d1 = d2

x2 = d2 + d4 = d3 + d5

x3 = d3 = d4

x4 = d5 = d6

The constraints listed here do not contain any loop count information. The reason for this is that
the loop count information depends on the values of the variables, which are not tracked in the
control flow graph. To be able to handle loops, we mark them and ask the user to provide loop
bound information as part of specifying the program functional constraints during the next step.

i = 10;
store(i);
n = 2*i;
store(n);

void store(int i)
{
...

}

f1

d1

d2

d3
f2

B1 i = 10;
 store(i);

x1

B2 n = 2*i;
 store(n);

x2

CFG of
store()

(i) Code (ii) CFG

Figure 3: An example showing how service calls are represented [LM95].

The approach of Li and Malik handles services and service calls as well. Therefore, a new variable
fi is introduced after each service call as shown in figure 4. It contains a pointer to the control
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flow graph of the called service. The concept of the structural constraints remains the same. So,
the constraints for the example in figure 4 are:

x1 = d1 = f1

x2 = f1 = f2

The fi labelled edges can be used to compute the number of times a service is called. It is simply
the sum of all edges that represent a call to that service. So, for the service store() of the example,
we have:

d2 = f1 + f2

where d2 is the first edge of the service’s control flow graph. The first edge of the main service’s
control flow graph is labelled with d1 and it is executed exactly one time (d1 = 1).

Program Functionality Constraints

Program functionality constraints describe knowledge about the functionality and/or semantics of
a program on a very basic level. So, the functionality constraints of a program or piece of code must
be provided by the programmer. They are derived from the semantics and relationship of different
code fragments. These constraints can be specified on a local base or describe the dependencies
of code contained in different services. The minimal information required to compute the longest
path of a program are the bounds of loops. Any additional information can be used to tighten the
bounds of the computed worst-case execution time and, therefore, enhances the value of the result.

1: check_data()
2: { int i, morecheck, wrongone;

3: x1 morecheck = 1; i = 0; wrongone = -1;
4: while (morecheck) {
5: x2 if (data[i] < 0) {
6: x3 wrongone = i; morecheck = 0;
7: }
8: else
9: x4 if (++i >= DATASIZE)
10: x5 morecheck = 0;
11: x6 }

12: x7 if (wrongone >= 0)
13: x8 return 0;
14: else
15: x9 return 1;
16: }

Figure 4: check data example [LM95].

The code in figure 4 shows the service check data that checks the values of the data[] array. If
any of these values is less than zero, the function will stop and return 0, otherwise it will return 1.
In line 10, we see that the variable morecheck is set to 0, which causes the loop iteration to stop,
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if the value of the constant DATASIZE is exceeded. Therefore, the while-loop must be executed
between one and DATASIZE times. This is expressed by the following constraints:

1 x1 ≤ x2

x2 ≤ DATASIZE x1

where x1 is the count of the basic block just before entering the loop and x2 is the count of the first
basic block inside the loop. All loops have been marked during the analysis of the program structural
constraints, with this additional knowledge these variables can be determined automatically.
Some additional information to tighten the estimated bounds can be derived for line 6 and line 10,
since both are mutually exclusive and either of them is executed at most one time. The constraint
for that dependency is:

(x3 = 0 & x5 = 1) | (x3 = 1 & x5 = 0) (2)

where the symbols ‘&’ and ‘|’ are the conjunction and disjunction respectively. The constraint is
not linear, but a disjunction of linear constraints. This can be considered as a set of constraints
where at least one constraint must be true. Furthermore, line 6 and line 13 are always executed
for the same number of times. So, we have that:

x3 = x8

check_data()
{ ...

x7 if (wrongone >= 0)
x8 return 0;

else
x9 return 1;

}

task()
{ ...

x10 , f1 status = check_data();
x11 if (!status)
x12 , f2 clear_data();

...
}

Figure 5: Inter service dependencies between the services check data and clear data [LM95].

It is also possible to specify inter service dependencies, for example between the calling and the
called service. The service clear data in figure 5 is only executed if service check data returns 0,
which corresponds to the number of executions of basic block B8 (line 13 in figure 4). The following
constraint describes this dependency:

x12 = f1.x8

where f1.x8 represents the number of executions of basic block B8 during the service call associated
with f1. So, calls from other points of the program do not affect this constraint. Next, we briefly
look into the analysis of the constraints.
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Solving the Constraints

To solve the constraints, we have to transform the disjunctions of the functionality constraints to
linear constraints. Due to the disjunction, some constraints may be satisfied and do not have to be
satisfied. This contradicts linear programming where all constraints must be satisfied. The straight
forward solution to this problem is the creation of all possible sets of constraints, so that in each
set all constraints must be satisfied. For example, two sets (one for each alternative) are created
for the disjunction in equation 2. Next, we combine each set of functionality constraints with the
set of structural constraints. Then an integer linear programming solver is used and the best result
is computed with respect to the execution time as specified in equation 1. The maximum of results
of all sets yields the worst-case execution time of the program.

4 Schedulability

The worst-case execution time computed in the section above is the result of a static code analysis.
It does not consider the concurrency of different processes and their influences on the execution
times. This is done in the next step, the schedulability analysis of the system. The worst-case
execution times of all processes running on a given set of processors are used to check the timeliness
requirements of the systems. Schedulability is concerned with the question: Can the system be
guaranteed to meet its timeliness requirements? So, given the allocation of resources to processes,
it is analysed if the performance requirements of the system can be met for a certain scheduling
algorithm.
Therefore, schedulability is more than concurrency. It includes the scheduling responsibility of
executing the mechanisms necessary to make concurrency happen. This responsibility is handled
by the scheduler, which executes a certain scheduling policy or technique, like round robin. The
scheduler allows the simultaneous access of a set of processes on a set of resources, like processing
elements and memory I/O. If a resource can only be occupied by a single process at a time, the
simultaneous access of different processes has to be made sequential. Therefore, monitors and/or
semaphores are used, which forbid the access to a resource or critical section if it is in use. This is
done by blocking the process trying to access the resource until the resource is released.
For real-time systems, it is assumed that the process structure is known in advance. Furthermore,
the set of processes is assumed to be periodic meaning that it occurs again after a certain amount
of time. The time by which a process must complete its execution is bounded by a deadline that
is known a priori as well. As discussed in section 2, the deadline can either be hard or soft. In
the case of a schedulability analysis, which proves the timeliness of the system, hard deadlines
are considered. So, all required information is available at the design time of a real-time system,
which is a significant difference to time-sharing operating systems. This enables us to estimate
the worst-case delay of a process given the computation time of the uninterrupted execution of
processes, the allocation of processes, and the priority assignment for process scheduling to see
whether the deadline is satisfied. Here, the same conditions hold as for the estimation of the
worst-case execution time of a single process: The result has to be safe and tight.
The authors of [RS94] introduce some simple performance metrics for real-time and non-real-time
systems. These metrics are used to compare different scheduling policies. For example, the response
times and the throughput is a good performance metric of dynamic non-real-time systems. The
term ‘dynamic’ refers to the number and type of running processes and their priority. In the
dynamic case, both are determined at runtime. For static real-time systems, the performance aim
is either to maximise the average earliness or to minimise the average tardiness depending on the
feasibility of the system. For dynamic real-time systems, it cannot be a priori guaranteed that all
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deadlines will be met, so maximising the number of arrivals that meet their deadlines is often used
as a metric.
The different performance metrics indicate that the choice of the scheduling has a strong influence
on the schedulability and other properties of the system. These additional influences on the system
quality can be characterised by the following criteria [Dou04]:

Stable In an overload situation it is possible to a priori predict which task(s) will miss their
timeliness requirements.

Optimal The strategy can schedule a task set if it is possible for any other policy to do so.

Responsive All incoming events are handled in a timely way.

Robust The timeliness of one task is not affected by the misbehaviour of another.

Furthermore, scheduling policies can be classified by the following two dimensions [Dou04]:

Fair vs. priority A scheduling policy is fair if all processes progress more or less evenly. It is
unfair if some tasks are scheduled preferentially to others. The latter is the case if tasks are
scheduled by their priority. Some priority-based scheduling policies allow pre-emptions: If a
ready process has a priority higher than that of the running process, the scheduler pre-empts
the running process.

Importance vs. urgency This distinguishes whether the scheduling policies gives by the impor-
tance or urgency of a process. Importance refers to the value of a specific action’s completion
to correct system performance. On the other hand, urgency of an action refers to the nearness
of its deadline for that action without regard to its importance.

An example of a fair scheduling policy is the well known round robin algorithm. Once a process is
started, it runs until it voluntarily relinquishes control to the scheduler. Other processes may be
spawned or killed during the run. Despite its advantages of fairness and simplicity, the round robin
algorithm has several drawbacks. It is unresponsive, since once a process is started the scheduler
has no control how long it will execute and therefore cannot transfer the control to other processes.
For the same reason, it is unstable, nonoptimal, and nonrobust. In general, round robin is only
applicable for short tasks.
An enhanced version of round robin is time division round robin: Each process is interrupted within
a specified time period, called a time slice and the control is transferred to the next process in the
queue. This adds a higher flexibility and robustness to the approach, since misbehaving processes
do not affect the computation time available to other tasks. However, it is unresponsive, unstable,
and nonoptimal, since the cycling through all existing process does not consider the urgency and/or
importance of the processes. These are considered only by priority scheduling policies. To get a
broader overview on different scheduling policies please refer to [Dou04, RS94].
For rate monotonic scheduling (RMS), it is assumed that the processes are periodic. Each process
Pi has computation time ci and a period pi. The deadline of a process is always at the end of
its period. The priorities are assigned at design time. Liu and Layland showed that the CPU is
optimally utilised when processes are given priorities according to their rates [YW98]. The deadline
of n processes can be met if the processor utilisation U satisfies the following condition:

U :=
i∑

j=1

cj/pj ≤ n(21/n − 1)

The upper bound of the process utilisation converges to 0.69 for large n.
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Another approach discussed in [YW98] can be used to bound the response times for a set of
independent processes. Let P1, P2... be priority-ordered processes allocated on the same CPU, with
P1 being the process with the highest priority. It is assumed that there are no data dependencies
between the processes. The minimum period of process Pi is pi and its longest computation on the
CPU is ci. The worst-case response time from a request of Pi to its finish is wi. It is shown that
wi is the smallest nonnegative root of equation :

X = g(x) = ci +
i−1∑
j=1

cj dx/pje

The function g(x) represents the computation time required for higher priority processes and for Pi

itself: If the response time is x there are at most dx/pje requests from Pj . The total computation
time for these requests is ci dx/pje, so g(x) includes these terms for all j as well as the computation
time ci for Pi itself [YW98].
A fixed-point iteration technique can be used to compute the worst-case response time wi based
on the equation above:

1. x =
⌈
ci/

(
1 −

∑i−1
j=1 cj/pj

)⌉
2. while (x < g(x))x = g(x)

It is assumed that the processor utilisation is below one and, therefore 1−U = 1−
∑i−1

j=1 cj/pj > 0.
Otherwise, the schedule must be infeasible. Furthermore, it has been proved that the value of x
must converge to wi in finite steps.
In the cases discussed above, it is relatively easy to determine the feasibility of a set of processes on
a set of processing elements. But, this becomes harder when data dependencies between different
processes have to be considered. One approach to handle this is to unroll the schedule. The result
is a single large process whose length is the least common multiple of all periods. This allows the
scheduler to evaluate interactions between different-rate processes. However, unrolling the schedule
is inherently less efficient. Moreover, if the periods and computation times of processes are bounded,
but not constant, this cannot be handled easily by schedule unrolling. Simulation is an alternative
to judge the feasibility of a schedule during co-synthesis. Unfortunately, extensive simulation is
often time consuming and not guaranteed to prove feasibility. The algorithm described by Yen
and Wolf [YW98] uses task graphs to model data dependencies between different processes. It is
capable of handling bounded periods and execution times of processes.
First, the definition of process is modified: A process Pi is a single thread of execution, characterised
by bounds on its computation time [clower

i , cupper
i ]. These bounds are a function the processor type

to which Pi is allocated. Next the term task (which generally is used synonym to process) is defined
as a partially ordered set of processes. A task graph is a directed acyclic graph which represents
the structure of a task (or a set of tasks). A directed edge from Pi to Pj represents that the output
of Pi is the input of Pj . A process is not initiated until all its inputs have arrived, it issues its
outputs when it terminates.
Figure 6 shows an example of two task graphs. The first task graph consists only of the single
process P1. The second contains two processes P2 and P3. Note that P3 depends on the output
data of P1. Similar to a process, each task is characterised by a period and a deadline. The period
is the time between two consecutive initiations. If the period is not constant, it is modelled by an
interval. The deadline is the maximum time allowed from the initiation to the termination of the
task. The allocation maps processes onto processing elements. In the example, all processes are
mapped onto the same CPU.
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Figure 6: Task graph [YW98].

It is assumed that processes have been partitioned so that they do not cross CPU-ASIC or CPU-
CPU boundaries. Each process is given an integral, fixed priority and the CPU always executes the
highest-priority ready process, which continues execution until it completes or is pre-empted by a
higher-priority process. The algorithm of Yen and Wolf [YW98] considers the dependencies between
different processes to compute the worst-case response time. For the example in figure 6, process
P1 can only pre-empt either P2 or P3, but not both in a single execution of the task. Furthermore,
P2 cannot pre-empt P3. So, delays among processes in disjoint tasks are not independent.
This illustrates that the schedulability analysis is a difficult task. However, it is possible to deter-
mine whether a system is feasibility or not, if enough information of the system is given a priori and
certain assumptions about the system can be made. For example, the periodicity of process initial-
isations and the independence of different processes. Next, we consider an approach for systems
with soft performance requirements.

5 Average Performance Prediction Models

Most research in performance analysis of embedded and real-time systems deals with worst-case
execution times and hard deadlines. On the other hand, embedded multimedia systems are char-
acterised by soft real-time constraints. Their average behaviour is far more important than the
worst-case behaviour. Due to data dependencies, their computational requirements show such a
large spectrum of statistical variations that designing them based on the worst-case behaviour would
result in completely inefficient systems. Therefore, the analysis of average performance behaviour
of a systems becomes more and more important.
In this section, we present the approach of Nandi and Marculescu [NM01], who use Stochastic
Automata Networks (SANs) to determine the average response time of a real-time system. They
argue that, SANs are an effective formalism for average-case analysis that can be used early in the
design cycle to identify the best power/performance figure. SANs are a Markov-based formalism
that models communicating concurrent processes. The advantage of SANs is that the state space
explosion problem associated with the Markov models (or Petri nets) is partially mitigated by the
fact that the state transition matrix is not stored, nor even generated [NM01].
Similar to the work done by Yen and Wolf [YW98], Nandi and Marculescu [NM01] separate the
different concerns: functionality and architecture. They use process-level functional models to de-
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scribe the interaction and communication of different processes. These define what the application
should do and not how it will be implemented. On the other hand, architecture models represent
behavioural descriptions of the architectural building blocks, like processing elements and memory
resources.
The SAN is a modular state-transition representation for highly concurrent systems. The aim of
the analysis of the system is the computation of the stationary probability distribution π for an
N -dimensional system consisting of N stochastic automata. These automatons are executed in
parallel and operate more or less independently.
A transition in one automaton may force a transition to occur in one or more automata. They
affect the global system by altering the state of possible many automata and are called global
transitions. On the other hand, transitions that are not synchronising transitions are said to be
local transitions. The rate at which a transition may occur in one automation may be a function of
the state of other automata. These transitions that depend on other external conditions are called
functional transitions as opposed to constant-rate (non-functional) transitions [NM01].
To make predictions about the systems average performance, its steady-state behaviour needs to
be determined. For SANs this can be optimised using numerical methods that do not require
the explicit construction of the transition matrix of the continuous time Markov chain, but can
work with the descriptor in its compact form (iterative methods). So, the problem of state space
explosion is circumvented at this point.
Once the steady-state distributions are known, performance measures such as throughput, utili-
sation, and average response time can be easily derived. However, to calculate these performance
figures, the true rates of the activities need to be determined. This is because the specified rate
of an activity is not necessarily the rate of that activity in the equilibrium state, since bottlenecks
elsewhere in the system may slow the activity down. The true (or equilibrium) rate of an activity
can be obtained by multiplying the given rate with the probability of the activity being enabled.

Figure 7: Producer consumer problem, modelled as process graphs [NM01].

An example of a process graph used for the performance analysis is shown in figure 7. It shows
the well known producer consumer problem for the special case of a MPEG-2 decoder. Each
component (producer and consumer) models a process in the application. For sake of simplicity,
it is assumed that both processes do not conflict for processing resources. So, each process has
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its own space to run. The transition from the VLD state, in which a new item is produced, to the
wait buffer state of the producer is a local transition. Its rate is given by λP = 1/Tproduce, where
Tproduce is the time required to produce a new item. The next transition to the state write is a
functional transition, since its rate depends on status of the buffer. If the consumer is accessing
the buffer or the buffer is full, the transition cannot be taken. So, the rate must be computed in
dependence on the equilibrium state. The consumer behaves analogously. The execution time of a
state is characterised by its rate. This implies that these times are exponentially distributed. The
advantage of this assumption is, that these can be used to generate the underlying Markov chain.
The evaluation presented in [NM01] shows that the analysis of the average performance results in
a more efficient design than a worst-case analysis would have. The result is a good utilisation of
the underlying hardware and a relatively low power consumption.

6 Can the approaches be applied to general software systems?

A general answer to this question is no. The reason for this is that, for embedded systems, most
information about the system is available a priori. The approaches presented here require knowledge
about the exact number of processes, their execution times and the used scheduling policy in
advance. This is not known for software systems in general. These systems are highly dynamic
and the configuration might change in time. For example, it is unknown which other processes will
execute and what the system load might be. So, no or only a very few assumptions can made about
the system at design time. However, the approaches predicting the performance of soft real-time
systems already provide a relatively high flexibility and might be a good basis for the development
of more general approaches. Furthermore, the system might be not that unknown as stated here.
If we are talking about high end business servers, these often execute only a set of specific software
whose properties are well known. This information might be used to give a valuable performance
estimations of the system.

7 Conclusion

A lot of work has been done in the area of performance analysis of embedded systems. We described
some of the approaches and illustrated how they can be used to evaluate the performance of real-
time systems. Most approaches focus on the verification of hard deadlines. Given the worst-case
execution times of all process on a given hardware architecture, it can be shown that the tasks either
are feasible or infeasible. For real-time systems with hard deadlines, this approach is justified and
useful. However, for systems with soft deadlines this is not applicable, since it leads to inefficient
results in many cases, for example with respect to power consumption. For soft real-time systems
probabilistic constraints are more useful. Their analysis is based on the average performance of the
system. Many of the approaches for both areas already proofed their value for system development
in practice. Their value for software systems in general has to evaluated in more detail, since
embedded systems become more and more dynamic and some of the a priori information is lost.
So, the borders between embedded and software systems in general soften more and more.
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